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Abstract

A memory-based heuristic is a heuristic function that is stored
in a lookup table. Very accurate heuristics have been created
by building very large lookup tables, sometimes called pat-
tern databases. Most previous work assumes that a memory-
based heuristic is computed for the entire state space, and
the cost of computing it is amortized over many problem in-
stances. But in some cases, it may be useful to compute a
memory-based heuristic for a single problem instance. If the
start and goal states of the problem instance are used to re-
strict the region of the state space for which the heuristic is
needed, the time and space used to compute the heuristic may
be substantially reduced. In this paper, we review recent work
that uses this idea to compute space-efficient heuristics for the
multiple sequence alignment problem. We then describe a
novel development of this idea that is simpler and more gen-
eral. Our approach leads to improved performance in solv-
ing the multiple sequence alignment problem, and is general
enough to apply to other domains.

Introduction
It is well-known that the performance of A* and other
heuristic search algorithms depends on the quality of the
heuristic that guides the search. An important trend in re-
cent research is the development of memory-based heuris-
tics that are pre-computed and stored in large tables, and
map abstracted problem states to a lower bound on the cost
for achieving the goal state (Korf 2000). Typically, the prob-
lem abstraction takes into account important subgoal inter-
actions and results in highly accurate and effective heuris-
tics that can significantly, and sometimes dramatically, re-
duce the number of nodes that must be expanded by A*
to find an optimal solution path. Examples of memory-
based heuristics include pattern databases used to solve per-
mutation problems such as the Fifteen-Puzzle (Culberson
& Schaeffer 1998), Twenty-Four Puzzle (Korf & Felner
2002), and Rubik’s Cube (Korf 1997). The concept of a
pattern database has been extended to STRIPS planning by
Edelkamp (2002). And similar memory-based heuristics are
used in solving the multiple sequence alignment problem us-
ing A* (Kobayashi & Imai 1998; Lermen & Reinert 2000;
McNaughtonet al. 2002).
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A drawback of memory-based heuristics is that they typi-
cally take a long time to compute and a great deal of mem-
ory to store. The argument made is that the time and space
complexity of computing the tables can be amortized over
solving many instances of the problem. This argument re-
flects the fact that memory-based heuristics are typically
computed for a fixed goal state, and all possible start states.

In this paper, we consider whether memory-based heuris-
tics can be valuable for a single problem instance. Because
a problem instance includes a start state as well as a goal
state, a potential advantage of this approach is that the table
only needs to be computed for the subset of states that may
be explored by A* in searching for an optimal path from the
start state to the goal state. Although the cost of computing
a memory-based heuristic is not amortized over many prob-
lem instances, a table restricted in this way could be much
smaller and potentially much easier to compute.

There are at least two kinds of domains in which this ap-
proach could be valuable. The first are domains with an ar-
bitrary start state and an arbitrary goal state. Previous work
on memory-based heuristics assumes an arbitrary start state
and a fixed goal state. Although assuming a fixed goal state
makes sense in some domains, such as sliding-tile puzzles
and Rubik’s Cube, it does not in many others. In heuristic-
search planning, for example, it is typical for the goal state
to vary with each problem instance, as well as for the start
state to vary (Bonet & Geffner 2001). If it is difficult to com-
pute a memory-based heuristic for a fixed goal state and all
possible start states, it may be impossible to compute it for
all possible goal states and all possible start states!

A second kind of domain in which it could be valuable
to compute a memory-based heuristic for a single problem
instance is a domain with a fixed start state and a fixed goal
state. An important example of this kind of domain is the
multiple sequence alignment problem (Carrillo & Lipman
1988). This problem can be viewed as a path-finding prob-
lem in ann-dimensional lattice wheren is the number of
sequences, and A* has proven to be an effective method
for finding optimal alignments. However, the most effective
heuristic is a large table-based heuristic that stores optimal
sub-alignments, that is, optimal alignments of subsets of the
original set of sequences. The barrier to creating improved
heuristics for this problem is the space-complexity of these
tables. Computing an optimal sub-alignment for as few as



three sequences can be extremely challenging.
Some recent work attempts to compute space-efficient

sub-alignment heuristics for the multiple sequence align-
ment problem by leveraging the fact that there is a fixed
start state and a fixed goal state, and most of the state
space is unlikely to be visited in the course of search-
ing for an optimal alignment (Kobayashi & Imai 1998;
Lermen & Reinert 2000; McNaughtonet al. 2002). We
adopt the same strategy in this paper, but implement it in
a novel way that is simpler and more general, and leads to
improved performance.

Memory-based heuristics
We begin this background section with a short review of the
multiple sequence alignment problem, since it will be the
focus of our computational results. Then we define the con-
cept of a memory-based heuristic at a high level of abstrac-
tion, in order to clarify the relationship between previous
work on pattern database heuristics in the AI community,
and work on sub-alignment bounds (or heuristics) for mul-
tiple sequence alignment. We conclude this section with a
review of previous work on computing space-efficient sub-
alignment bounds.

Multiple sequence alignment
The multiple sequence alignment problem is an important
problem in computational biology. Given a set of DNA or
protein sequences, and a cost function (defined by a substi-
tution matrix and gap penalty), the problem is to insert gaps
in such a way that matching characters in the sequences are
aligned, and the overall cost (or score) of the alignment is
minimized (or maximized). It is well-known that this prob-
lem can be formalized as a shortest-path problem in ann-
dimensional lattice, wheren is the number of sequences to
be aligned. However, the size of the state space isln, where
l is the length of the sequences andn is the number of se-
quences, and a dynamic programming algorithm that solves
the problem for the entire state space is limited to solving
very small problems. A* has been shown to outperform
other methods for finding optimal multiple sequence align-
ments because it can use an admissible heuristic to limit the
number of states it needs to evaluate (Ikeda & Imai 1999;
Kobayashi & Imai 1998; Yoshizumi, Miura, & Ishida 2000;
Lermen & Reinert 2000; McNaughtonet al. 2002). The ef-
fectiveness of A* depends on the quality of the heuristic that
guides the search. For multiple sequence alignment using
the sum-of-pairs cost function, Carillo and Lipman (1988)
observed that the sum of the costs of all optimal pairwise
sub-alignments is a lower bound on the cost of the optimal
multiple alignment. From now on, we call this thepairwise
heuristic. The time and space needed to compute the pair-
wise heuristic is very small.

Carillo and Lipman (1988) also suggested that more accu-
rate lower-bound functions could be created by using higher-
dimensional sub-alignments, that is, by aligning groups of
more than two sequences. For example, consider the three
possible pairwise alignments of three sequences. These
three pairwise alignments can be replaced by a triple align-
ment of all three sequences. The triple alignment provides

a tighter bound than the sum of the three pairwise align-
ments because it takes into account all possible interactions
between the sequences. Thus, the pairwise heuristic can be
improved by replacing three of its pairwise alignments with
a triple alignment. A sub-alignment heuristic that uses just
one or two triple alignments in combination with the remain-
ing pairwise alignments can be very effective, and dramati-
cally improves the performance of A*. The problem is that
the space and time complexity for computing even one triple
alignment can be prohibitive, if it is computed for the en-
tire projected state space. Thus, sub-alignment bounds are a
kind of memory-based heuristic, and techniques for comput-
ing memory-based heuristics more efficiently could improve
the performance of A* in multiple sequence alignment.

Simple memory-based heuristics
A memory-based heuristic is computed by projecting a
search problem into an abstract state space that is small
enough that an optimal cost function can be computed for all
of its states and stored in a lookup table. Typically, the pro-
jection corresponds to a partial specification of the state. For
example, if the state is defined by an assignment of values
to variables, an abstract state corresponds to an assignment
of values to a subset of the variables. Each abstract state
corresponds to a set of states in the original search problem,
and the optimal cost of the abstract state is a lower bound on
the optimal cost of the corresponding states in the original
search problem. Using the sliding-tile puzzle as an illustra-
tion, the puzzle state can be viewed as an assignment of loca-
tions to tiles. It can be projected into an abstract state space
by considering only the location of a subset of the tiles.

In the literature on pattern databases, each projected (or
abstract) state is called a pattern and the table that stores
an optimal evaluation function for the projected state space
is called a pattern database. A pattern database is tradi-
tionally computed backwards from the set of goal states by
a dynamic programming algorithm that performs breadth-
first traversal of the state space. Although a single pattern
database can be useful, more informed heuristics can be ob-
tained by combining several pattern databases based on dif-
ferent projections. As discussed by Culberson and Schaef-
fer (1998), the simplest way to combine them is as follows,

h(s) = max
i

h∗(si),

wheresi denotes the projection of states into the abstract
state space corresponding to projectioni, andh∗ denotes the
optimal evaluation function for the projected problem. The
resulting heuristic is guaranteed to be admissible.

Disjoint memory-based heuristics
A more effective heuristic can be obtained by summing over
the pattern databases, as follows,

h(s) =
∑

i

h∗(si).

But this heuristic is only admissible if the pattern databases
are disjoint. Pattern databases are disjoint if each oper-
ator only affects one of the projected problems, ensuring



that the sum of operator costs is admissible (Korf & Fel-
ner 2002). We now present an abstract theory of disjoint
memory-based heuristics that is general enough to include
previous work on disjoint pattern databases, as well as work
on higher-dimensional sub-alignment bounds for the multi-
ple sequence alignment problem.

We assume that a projection is created by partial speci-
fication of the state in the original problem. We define an
atomic projectionas the smallest partial specification such
that each operator only affects the partially specified state
(e.g., values assigned to the variables of the projected state).
For many problem domains, it is straight forward to deter-
mine such an atomic projection. For instance, a single tile
is an atomic projection in the sliding-tile puzzle domain; a
(distinctive) pair of sequences is an atomic projection in the
sum-of-pairs multiple sequence alignment domain.

Often, more accurate heuristics can be created by taking
into account the interactions among atomic projections. One
way to achieve this is to project the original problem into
some larger projections that are made up of atomic ones.
For example, we can consider a group of tiles instead of
a single tile as a new projection. Grouping atomic projec-
tions gives rise to more accurate abstractions of the original
problem, and can substantially improve the quality of the re-
sulting heuristic. We use the set notationP = {pi | pi ∈
{1, 2, · · · ,m}} to denote a grouping of atomic projections,
wherem denotes the number of atomic projections of the
original problem. This leads to the following definition.

Definition 1 A disjoint partitionof the original problem is
a collection of projection groupsP1, P2, · · · , Pk such that
P1 ∪ P2 ∪ · · · ∪ Pk = {1, · · · ,m} andPi ∩ Pj = ∅ for all
i 6= j.

A memory-based heuristic that is created based on a dis-
joint partition of the original problem is called adisjoint
memory-based heuristic. When each projection group con-
tains a single element, we call it anatomic disjoint parti-
tion. Examples of heuristics based on atomic disjoint par-
titions include the well-known Manhattan-distance heuristic
used in sliding-tile puzzles, and the pairwise heuristic used
in multiple sequence alignment. In most cases, atomic dis-
joint partitions are easy to compute and have modest space
complexity. But they are not as accurate as non-atomic dis-
joint partitions.

The fact that there can be more than one non-atomic dis-
joint partition of the original problem introduces an addi-
tional question – how to find the non-atomic disjoint parti-
tion that yields the most accurate memory-based heuristic.
We employ the following simple criterion: choose the dis-
joint partition that maximizes the heuristic estimate of the
start state among all such disjoint partitions. McNaughton
et al. (2002) use a similar criterion in the context of multiple
sequence alignment.

Space-efficient sub-alignment heuristics
Because the multiple sequence alignment problem has a
fixed start state and a fixed goal state, sub-alignment bounds
(or heuristics) do not need to be computed for the entire
projected state space. Several researchers have recognized

this and suggested methods for computing a sub-alignment
heuristic more efficiently based on this idea.

In recent work, McNaughton et al. (2002) introduce two
ideas for computing triple alignments efficiently. First, they
adopt the octree data structure as a compact representation
of the projected state space, which in the case of three se-
quences is a cube. Second, they compute the values stored
in the octree on demand, as needed by the A* search algo-
rithm. As a result, values are not computed for much of the
projected state space, and this significantly reduces the time
and space complexity of computing a triple alignment.1

In Lermen and Reinert’s (2000) implementation of A*
for multiple sequence alignment, they adapt from Guptaet
al. (1995) a technique calledface invalidity to compute a
triple alignment more efficiently. This technique assumes
that any alignment path that passes through a projected state
si cannot be optimal, if the cost of the least-cost path through
si is greater thanh∗(si)+δ. It preserves admissibility only if
δ is the difference between an upper and lower bound on the
cost of an optimal solution to the original problem. Because
it is infeasible to use a value ofδ this large, they guess a rea-
sonable value. This means the resulting heuristic is either
not complete or not admissible. Kobayashi and Imai (1998)
propose a similar technique for reducing the space complex-
ity of sub-alignment bounds, but extend it to more than triple
alignments. The technique we present in the following sec-
tion is closely-related, and based on a similar intuition, but
is simpler and more general, and preserves admissibility.

Focused heuristic
We define afocused memory-based heuristicas a memory-
based heuristic for a single problem instance, that is com-
puted only for states that are projections of states in the orig-
inal search space that could be explored by A* in solving
the original search problem. In this section, we describe an
algorithm that computes a focused memory-based heuristic
and present a theoretical justification for it.

Recall that algorithms for computing a pattern database
heuristic do so by using a dynamic programming method
that traverses all of the projected state space in breadth-first
order, beginning from the goal. Our algorithm for comput-
ing a focused memory-based heuristic also searches back-
wards from the goal. However, it uses A* to direct the search
from the goal state backwards to the start state, and does
not traverse the entire state space. For each node expanded
by A* searching backwards from the goal state (and guided
by a consistent heuristic), its g-cost represents the cost of
a shortest path from this state to the goal state in the pro-
jected problem, and can serve as an admissible h-cost for
the original search problem. The question is how to ensure
that optimal g-costs are computed for the entire relevant re-
gion of the search space. In fact, if we terminate A* as soon
as it finds an optimal solution path from the goal state to the
start state in the projected state space, there is no guarantee
that it has computed optimal g-costs for all relevant states.

1The idea of computing heuristic values on demand in order to
limit storage was previously used by Holte et al. (1996), who also
used A* in an abstract state space to compute the heuristic.



But note that we cancontinueto expand nodes after A*
finds an optimal path from the goal state to the start state,
in order to determine optimal g-costs (and thus admissible
heuristics) for additional states. The question is how to de-
termine when admissible heuristics have been computed for
all relevant states. We ensure this by expanding all nodes in
the projected search space with an f-cost less than or equal
to an upper bound on the cost of an optimal solution path for
the original problem. Informally, the reason this is sufficient
is because the f-cost of each state in the projected problem
space is a lower bound on the cost of an optimal path in the
original search space that goes from the start state to the goal
state via the state in the original state space that is mapped
to this projected state.

An upper bound on the cost of an optimal solution path for
a problem is given by the cost of any sub-optimal solution
path, and there are several methods by which a sub-optimal
solution can be computed quickly. For example, weighted
A* search with a node evaluation functionf(n) = g(n) +
w × h(n), with weight w > 1.0, usually finds a solution
quickly, and adjusting the weight adjusts a tradeoff between
solution quality and search time.

Theorem 1 Let U be an upper bound on the cost of the
optimal solution to the original problem and letf(si) be
the f-cost in projected problemi of projected statesi. A
memory-based heuristic only needs to be computed forsi if
f(si) < U.

Proof: Since the f-cost of a projected statesi provides a
lower bound on the cost of the optimal solution to the pro-
jected problemi, which in turn is a lower bound on the cost
of the optimal solution to the original problem, it follows
that for any projected state whose f-cost exceedsU , it can-
not lead to any better solution with cost lower thanU and
thus can be safely ignored in the computation of memory-
based heuristics.2

Thus, we compute a focused memory-based heuristic by
using A* to search backwards from the goal to the start state,
where A* is modified in a simple way: instead of terminat-
ing when an optimal solution path has been found, it termi-
nates when the conditionf(si) < U is not satisfied for the
currently-expanding statesi. Because A* expands nodes in
increasing order of f-cost when it uses a consistent heuris-
tic, all remaining unexpanded states in the projected search
space must have an f-cost equal to or greater thanU , and
thus cannot be relevant for the given problem instance.

This technique for computing a focused memory-based
heuristic is particularly useful in computing a set of disjoint
memory-based heuristics, that is, a disjoint pattern database.
The following restriction of Theorem 1 applies only to dis-
joint pattern databases, but provides great computational
leverage. Note that the left-hand side of the inequality in
the following theorem is a projected lower bound, and the
right-hand side of the inequality is a projected upper bound.
Because the projected upper bound is very tight, the theorem
provides a great deal of focus and significantly limits the re-
gion of the state space for which the memory-based heuristic
is computed.

Theorem 2 Let ∆ be the difference between an upper

boundU and a lower boundL =
∑

i h(starti) on the cost
of an optimal solution to the original problem, whereh is
a consistent heuristic andstarti is the start state for the
projected problem. A disjoint memory-based heuristic for
projected problemi only needs to be computed for projected
statesi if f(si) < h(starti) + ∆.

Proof: Recall that in disjoint memory-based heuristics, the
cost of optimal solution to each projected problem can be
added to obtain an admissible heuristic to the original prob-
lem. Therefore, similar to Theorem 1, it can be shown that a
disjoint memory-based heuristic only needs to be computed
for projected statesi such that

∑
i f(si) < U. So for any

projectionj, we havef(sj) < U −∑
i6=j f(si). Sinceh is a

consistent heuristic, thusf(si) ≥ h(starti), it follows that

f(sj) < U −
∑

i 6=j

f(si) ≤ U −
∑

i 6=j

h(starti).

Because
∑

i 6=j h(starti) =
∑

i h(starti)−h(startj), sub-
stitute this into the above inequality, we get

f(sj) < U −
∑

i

h(starti) + h(startj)

= U − L + h(startj)
= h(startj) + ∆.

Multi-resolution heuristic
Our technique for computing a focused memory-based
heuristic can significantly reduce the time and space needed
to compute the heuristic. But highly-accurate heuristics may
still take a prohibitive amount of time and space to compute.
To extend the applicability of this technique, we propose
a method for further reducing the time and space needed
to compute such heuristics, without significantly degrading
their accuracy. It also preserves admissibility. This exten-
sion is motivated by the observation that not all values in a
focused memory-based heuristic will be queried by the A*
algorithm in solving the original problem.

Recall that computing a focused heuristic requires an up-
per bound which, in practice, usually overestimates the cost
of an optimal solution. Let∆∗ denote the difference be-
tween the lower bound and the cost of an optimal solution
to the original problem and note that∆∗ ≤ ∆. Clearly, any
node that deviates from the least-cost path in the projected
problem by more than∆∗ will never be queried by the A*
search algorithm in solving the original problem. Moreover,
among the smaller set of projected states for whichf(si)
is less than the projected cost of the optimal solution to the
original problem, which can be potentially queried, some are
much less likely to be queried than others during the course
of the search, because they are farther from the optimal path.

To reduce the time and space complexity of computing
a focused memory-based heuristic further, we introduce a
real-valued parameterγ ∈ [ 0, 1]. Instead of using∆ to de-
termine the projected upper bound used in computing the
focused memory-based heuristic, we useγ∆. Whenγ < 1,
not every memory-based heuristic value that is queried by



Figure 1: Performance of A* in aligning nine protein sequences, using a sub-alignment heuristic based on two quintuple
alignments, with five different values ofγ. Performance is relative to A* using the traditional pairwise heuristic.

A* in solving the original problem may be available. To pre-
serve the admissibility of the heuristic, we propose amulti-
resolution heuristic. If a heuristic value is unavailable in the
focused memory-based heuristic becauseγ < 1, we supply
a quickly-computed admissible heuristic instead. In the case
of multiple sequence alignment, we use the pairwise heuris-
tic whenever a higher-dimensional sub-alignment heuristic
is not available. In practice, theγ-parameter causes the
heuristic values that are most likely to be queried to be com-
puted, because the values that are computed are for projected
states closest to an optimal path in the projected state space.
Moreover, in a disjoint memory-based heuristic, if a heuris-
tic value is missing from one table (and an admissible but
less accurate value is substituted), the overall heuristic value
(the sum of the heuristic values in each table) can still be
very accurate if heuristic values are present in the other ta-
bles. This is because the overall heuristic value is an “in-
terpolation” of the heuristic values in all of the tables. In
our experiments, we have found that only a small fraction
of the heuristic values that could potentially be queried need
to be computed, in order to have a heuristic function that is
almost as good as one that stores all values. Theγ parameter
provides a way of adjusting this tradeoff.

Computational results
We implemented focused and multi-resolution sub-
alignment heuristics for the multiple sequence sequence
alignment problem, to measure their effect on the per-
formance of A*. All experiments were performed on an
UltraSparc II with a 300Mhz CPU and 2 gigabytes of RAM.

Figure 1 shows the average performance of A* in align-
ing nine protein sequences of length between 442 and 460,
randomly selected from a set of similar protein sequences
used in earlier experiments (Ikeda & Imai 1999; Yoshizumi,
Miura, & Ishida 2000). The baseline for comparison is
A* using the traditional pairwise heuristic. The focused
heuristic we computed contains twoquintuple alignments,
and was computed for five different values ofγ. Figure 1

shows how use of the focused heuristic improves the over-
all performance of A*. Note that the count of node expan-
sions includes node expansions needed to compute the sub-
alignment heuristic, as well as to solve the original problem
using A*. This explains why a setting ofγ = 0.6 results
in the least number of total node expansions. Although a
γ-value of less than 1.0 could result in more node expan-
sions in solving the original problem (if the heuristic is less
accurate), it requires fewer node expansions to compute the
heuristic. A setting ofγ = 0.6 optimizes this tradeoff. (Be-
cause node expansions in the projected state space are much
faster than node expansions in the original state space, to-
tal node expansions is not well-correlated with CPU time.)
Similarly, the storage shown in Figure 1 is the total space
used to store the heuristic and to solve the problem using
A*. Again, a setting ofγ = 0.6 optimizes the tradeoff. The
CPU time reported is the total time for computing the heuris-
tic and for solving the problem using A*. It shows that our
focused, multi-resolution memory-based heuristic improves
overall problem-solving time by 100-fold, even when it is
computed for a single problem instance.

We also compared the performance of A* with Partial Ex-
pansion using our focused, multi-resolution heuristic, to its
performance using the octree heuristic. For this comparison,
we used code made available by the developers of the oc-
tree heuristic (McNaughtonet al. 2002). We first tested
both heuristics in aligning various groups of five protein
sequences from reference set 1 of BAliBASE (Thompson,
Plewniak, & Poch 1999). Because the protein sequences are
dissimilar, optimal alignment requires inserting many gaps
and the problems are very challenging to solve. These align-
ment problems cannot be solved by A* using the pairwise
alignment heuristic, since the number of expanded nodes
quickly exceeds memory limits. But they can be solved us-
ing a more accurate sub-alignment heuristic that includes
two triple alignments. We computed a heuristic that in-
cludes two triple alignments, using our focused method with
a γ-value of 0.4, which appears to optimize performance.



The octree method stored heuristic values for 3 times as
many projected states as our method. One reason for this
is that it computes and stores some unnecessary heuristic
values. But the primary reason is that theγ parameter sig-
nificantly reduces the number of projected states for which
our method computes values. Although the octree heuristic
stored 3 times as many states, it used 24% less memory to
store these projected states, because the octree data structure
allows much more efficient storage. The quality of the com-
puted triple-alignment heuristic, measured by the number of
partial expansions in aligning 5 sequences, is about the same
for both methods. Theγ-parameter does little to degrade
the quality of our heuristic, and, using theγ-parameter, our
heuristic can be computed in less than a quarter of the time
it takes to compute the octree heuristic. In both cases, the
time required to compute the heuristic is less than 5% of the
time required by A* to solve the problem.

We also compared both heuristics in aligning 9 similar
protein sequences from (Yoshizumi, Miura, & Ishida 2000).
When averaged over 100 runs, the octree heuristic stored
40 times more projected states than our method, and used
8 times more memory. The focused heuristic took 25 times
less time to compute the two quintuple alignments, which
are also more accurate than multiple triple alignments. As
a result, A* using our focused heuristic needed 40% fewer
partial expansions than using the octree heuristic in aligning
9 sequences from this problem set.

The octree method can only be used to compute sub-
alignment heuristics for multiple sequence alignment, be-
cause it requires a graphical representation of the search
space, and most problems do not have such a property.
Moreover, it is not obvious that it provides a practical ap-
proach to computing sub-alignments of more than three se-
quences. The reason is that an empty leaf of a2n-ary tree
needs to represent a subspace of dimensionalityn − 1. In
a hextree, for example, leaf nodes would need to represent
cubes, and this seems difficult to implement in a space-
efficient way. Our method can not only be used to compute
sub-alignments of any size, including quadruple and quintu-
ple alignments, it can be used in computing memory-based
heuristics for any other search problem.

Although our approach is fully general, it may not be
equally effective in all domains. It will be most effective
in domains where the projected bounds are tight enough that
only a small fraction of the projected state space needs to be
computed and stored to create the heuristic. Promising can-
didates include the class of search problems considered by
Klein and Manning (2003).

Conclusion
There has been much recent interest in using highly-
accurate, memory-based heuristics to improve the perfor-
mance of A*. It is possible to use the start and goal state
of a problem instance to limit the time and space complexity
of such heuristics, and this possibility has been explored in
work on computing high-dimensional sub-alignment heuris-
tics for the multiple sequence alignment problem. In partic-
ular, previous researchers have shown that the time it takes to
compute a high-dimensional sub-alignment heuristic can be

outweighed by the savings in search effort, even in solving a
single instance of the multiple sequence alignment problem.

In this paper, we present a general method for comput-
ing space-efficient memory-based heuristics that has several
advantages, and makes it possible to compute larger sub-
alignments for use in solving more complex multiple se-
quence alignment problems. The method we present is sim-
ple and general, and could be used in computing memory-
based heuristics for other search problems.
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