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Abstract

Previous work on information foraging theory has addressed how people navigate through information systems to find information. This paper presents a new information foraging model called InfoCLASS that models the conceptual categories that people learn while interacting with information systems. InfoCLASS is based on previous work on the rational analysis of human category formation. InfoCLASS simulations can be used to make qualitative predictions about the richness of conceptual categories that will be learned from different experiential histories, and from different kinds of user interfaces. InfoCLASS simulations can also be used to assess the conceptual coherence among a group of users of information systems. It is argued that the degree of conceptual coherence among a group of users is an important determinant of the efficiency and effectiveness of a social organization engaged in making discoveries, such as scientific communities or intelligence agencies.
Introduction

People, whether as individuals or as collective groups, are faced with developing adaptive ways of finding and using external information content in order to gain new knowledge that improves decision making and problem solving. Information foraging theory addresses human-information interaction involving modern technologies such as the World Wide Web. The theory is concerned with human behavior and technology involved in gathering information for some purpose, such as making a medical decision, finding a restaurant, or writing a scientific paper. Much of the previous work on information foraging theory (e.g., Pirolli, 2003; Pirolli & Card, 1999; Pirolli & Fu, 2003) has focused on models of how individuals navigate through large collections of information (such as the World Wide Web) to find needed information. It is clear that as people navigate or browse through information systems such as the World Wide Web they develop internal knowledge about the conceptual and organizational structure of the available external content. For instance, people who frequently browse for medical information may gradually learn the conceptual structure of medical knowledge, and how it is organized, on the Web. Such individuals may become expert information foragers in specific conceptual domains, such as medicine or shopping, and their information seeking behavior within their field of expertise will differ from novices who have less domain experience (Bhavnani, 2002).
This paper applies a model of human category formation (Anderson, 1990, 1991) to data collected from users browsing information with different user interfaces. The category model is used to make qualitative predictions regarding (a) the richness of mental categories about the external information formed by users, and (b) the conceptual consensus, or degree of similarity of mental category structure among a group of users. The model, called InfoCLASS is applied to data from a previously reported experiment (Pirolli, Schank, Hearst, & Diehl, 1996) which used a paradigm summarized in Figure 1. Users were asked to perform the same kinds of tasks on the same information collection using two different kinds of browsers (Browsers A and B in Figure 1). After performing the tasks, users were asked to draw diagrams representing their conception of what types of documents were available in the information system (Reports A and B in Figure 1). Users can be compared on the richness of their reports (e.g., Report B may be richer than Report A). The similarity of users’ conceptions can be determined by comparing the diagrams they report (e.g., by comparing the specific categorical structures observed in Reports A and B in Figure 1).
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Figure 1. A paradigm for studying conceptual richness and conceptual coherence in information system users.

Generally, it would seem to be desirable to develop information systems that aid users in developing rich (and accurate) mental models of the structure of information they work with. The optimal degree of conceptual consensus in a group of users of an information system may vary depending on one’s goals: In some circumstances in may be desirable for a collection of users to have a uniform view of the content they are working with, in other circumstances it may be desirable to have a somewhat diverse set of views. The InfoCLASS model developed in this paper provides a basis for measuring the degree of conceptual consensus in a group of users.
Information Foraging Theory
Methodological Adaptationism

The original work on information foraging theory was stimulated by the rational analysis program initiated by Anderson (1990). Rational analysis may be viewed as a refinement of methodological adaptationism that is tailored for the study of the mechanisms underlying behavior. Methodological adaptationism assumes that it is a good heuristic for scientists to assume that evolving, behaving systems are rational, or well-designed, for fulfilling certain functions in certain environments The rational analysis approach involves a kind of reverse engineering in which the analyst asks (a) what environmental problem is solved, (b) why is a given system a good solution to the problem, and (c) how is that solution realized (approximated) by mechanism.

Given a rational analysis model (e.g., an optimality model) of a solution to an environmental problem, one may assess the degree to which actual behavior, and hypothesized mechanisms, achieve the ideal solution. Surprisingly, a branch of behavioral ecology called optimal foraging theory (Stephens & Krebs, 1986), which predicts the strategies used by animals and hunter-gatherers to forage for food, has been a valuable resource (among others) for developing rational analyses of how people forage for information. These rational analyses of information foraging have guided the development of mechanistic cognitive models (Pirolli & Card, 1999), derivative of ACT-R (Anderson & Lebiere, 2000), that model human-information interaction. These cognitive models, in turn, have guided the development of engineering models for evaluating the usability of information system designs (Chi, Pirolli, Chen, & Pitkow, 2001; Chi, Rosien, & Heer, 2002; Chi et al., 2003; Pirolli, 1998). 
Models of Information Foraging by Following Information Scent
When people navigate through information systems they often must base their navigation decisions on menus, hyperlink text, icons, etc. that provide cues about where to go next. To address how people use such navigation cues, a psychological theory of information scent has been developed (Pirolli, 1997, 2003; Pirolli & Card, 1999) as part of broader models  of information foraging on the Web (Pirolli & Fu, 2003), in document-clustering browsers (Pirolli, 1997) and highly interactive information visualizations (Pirolli, Card, & Van Der Wege, 2003). In this paper, I elaborate this theory of information scent by proposing a model of people learn mental categories from the navigation cues they encounter while browsing. Previous work (e.g., Pirolli & Card, 1999; Pirolli & Fu, 2003) has focused on models of how information scent is used in information seeking. The current work focuses on models of how mental categories are formed from experience with browsing. Before presenting the category formation model, I will review the previous work on the role of information scent in navigation. The two kinds of models (of using information scent to navigate and of category formation) are both represented in the same way, using spreading activation networks
Figure 2 presents some examples of information scent cues that may be used to guide people to information.  Figure 2a is a typical page generated by a World Wide Web search engine in response to a user query.  The page lists World Wide Web search results summarizing documents that are predicted to be relevant to the query. Figure 2b illustrates, an alternative form of search result representation that is provided by relevance enhanced thumbnails (Woodruff, Rosenholtz, Morrison, Faulring, & Pirolli, 2002). 

Figure 3 illustrates the, often dramatic, impact of the quality of information scent on the efficiency of user navigation through a World Wide Web site, or any navigation environment with branching structure. Users often browse by a making a series of decisions involving the selection of a link from a presented set of links.  These decisions are usually based on local information scent cues, such as the link representations in Figure 2.  If the information scent cues are “perfect” then the user will make no navigation errors and will proceed directly to desired information. Completely uninformative information scent cues will lead to random choices at each decision point. Figure 3 illustrates navigation costs, in terms of number of World Wide Web pages visited before finding a desired target page that is located at different depths from a starting page, for a hypothetical user searching through a WWW site that is 10 levels deep and that has an average of 10 alternative links per page. The curves were computed using a cost function equation described in Pirolli (in press), and empirically determined false alarm rates (Woodruff et al., 2002) that characterize the likelihood of users choosing links they did not want to follow. The top curve characterizes the worst average false alarm rate for text link summaries (Figure 2a) and the bottom curve characterizes the best average false alarm rate for relevance enhanced thumbnails (Figure 2b). Figure 3 illustrates that the costs associated with hierarchically organized navigation can be radically shifted by using improved information scent cues.
[image: image2.emf](a) (b)


Figure 2. Examples of information scent cues: (a) a typical set of search results in the form of textual summaries of linked documents and (b) Relevance Enhanced Thumbnails for the same set of search results.
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Figure 3. Effects of variations in information scent (as measured by false alarm rates) on the costs of seeking information in a hypothetical Web site with an average branching factor of 10 links per page.
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Figure 4. A spreading activation network representing desired goal information and information scent cues.
Our cognitive simulations use a spreading activation model of navigation based on information scent (Figure 4).  Activation spreads from a set of cognitive structures that are the current focus of user attention through associations to other cognitive structures in memory.   These cognitive structures are called chunks (Anderson & Lebiere, 2000). The basic idea is that a user’s information goal activates a set of cognitive structures in a user’s memory, and information scent cues in the world activates another set of cognitive structures.  Activation spreads from these activated cognitive structures to associated structures in the spreading activation network.  The amount of activation accumulating on the goal chunks provides an indicator of the expected utility of navigation choices.
Figure 4 assumes that a user has the goal of finding information about medical treatments for cancer and encounters a WWW link labelled with text that includes “cell”, “patient”, “dose”, and “beam”.  The cognitive chunks representing information scent cues are presented on the right side of Figure 4 and the goal chunks are on the left.   Figure 4 also shows that there are associations between the goal chunks and information scent chunks. These associations reflect past experiences in which chunks co-occurred.  The strength of associations reflects the degree to which information scent cues predict the occurrence of goal chunks. For instance, the word “medical” and “patient” co-occur quite frequently and they would have a high strength of association.  The stronger the associations, the greater the amount of activation flow.  The activation of a chunk i is
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where Bi is the base-level activation of i, Sji is the association strength between an associated chunk j and chunk i, and Wj is reflects attention (source activation) on chunk j.  One may interpret Equation 1 as reflection of a Bayesian prediction of the likelihood of one chunk in the context of other chunks.  Ai in Equation 1 is interpreted as reflecting the log posterior odds that i is likely, Bi reflects the log prior odds of i being likely, and Sji reflects the log likelihood ratios that i is likely given that it occurs in the context of chunk j.  A particular action (e.g., the selection of a WWW link) may be evaluated based on these goal activation levels produced by the information scent of a particular set of cues (e.g., the words presented in the WWW link). As described in Pirolli (in press), it is possible to automatically construct large spreading activation networks from on-line text corpora such as the World Wide Web.
Pirolli and Fu (2003) developed the SNIF-ACT model to simulate the navigation of Web users. Pirolli and Fu (2003) demonstrated that users choice of Web links to browse were strongly related to the information scent values computed in SNIF-ACT. This result replicates a similar analysis made by Pirolli and Card (1999) concerning the ACT-IF model of the Scatter/Gather browser that is discussed in more detail below.
The InfoCLASS Model
In this section, I present a computational cognitive model called InfoCLASS that simulates users learning mental categories of information from their browsing experience.  This model is based on the ACT theory of categorization (Anderson, 1990, 1991) and it can be mapped on the spreading activation model of information scent discussed above. In addition to modeling category formation, InfoCLASS simulations can be used to determine the conceptual coherence of a group of users. The general idea behind this method derives from work in anthropology on “cultural coherence” (Romney, Weller, & Batchelder, 1986) and the study of expert category structure (Medin, Lynch, & Coley, 1997). In the next section, I discuss an application of this model to data obtained in a study (Pirolli et al., 1996) of a document-clustering browser called Scatter/Gather (Cutting, Karger, & Pedersen, 1993).

Adaptationist (Rational) Analysis of Categorization
Anderson’s (1990; Anderson, 1991) analysis of categorization is based on several simple assumptions about the goal of categorization, the structure of the environment, and the general structure of the optimal solution to that problem:

· The goal of categorization is to predict unobserved features of an object from perceived proximal cues (e.g., to predict whether a big furry animal is dangerous).

· The set of experienced objects can be partitioned into categories.

· Each object has a set of feature dimensions and each dimension takes on feature values (e.g., a particular golden retriever may have a blond coat) 

· Each category (prototype) has a set of probabilities that its members will display particular values on particular dimensions (e.g., members of the category of golden retrievers have blond coats with some probability an reddish coats with another probability).  

· These prototype probabilities are the basis for prediction.  Once an object has been categorized on the basis of available proximal cues predictions can be made about unobserved distal features.

This rational analysis assumes that there are prototype categories in the human head because there are categories in the world.
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Figure 5.  The cognitive representation of the goal “information on new medical treatments for cancer” and a set of proximal cues.  The “Health” node represents a prototype.

Bayesian Analysis
Figure 5 will be used to illustrate a Bayesian analysis of the categorization problem and how it can be mapped into a spreading activation network. Assume that a user is seeking desired information, such as “medical treatments for cancer” in Figure 5. This desired information may be represented as a structure, D, consisting of chunks representing “medical”, “treatment”, and “cancer.” As a user is navigating through an information system, such as the World Wide Web, they encounter proximal information scent cues, P,  such as the text on hyperlinks or menus. For instance a user may encounter a link labeled with text that includes “cell”, “patient”, “dose”, and “beam”, as in Figure 5. Often, a user may make the judgment that the information scent cues P seem to come from a category such as “information about health” that is likely to also include the information they desire, such as “information about medical treatments for cancer.” So, for instance, one way that a user may navigate through the Web may involve judging whether link descriptions (information scent), P, indicate that a linked document is of a category, k, that is likely to contain information that is desired, D. This situation can be mapped onto Anderson’s (1990; 1991) Bayesian analysis of the general categorization problem facing humans.

Assume that each set of proximal information scent cues (e.g., the text on a World Wide Web link) can be represented by a structure  P that has dimensions i = 1, .… ,I with values j = 1,…, I .  For instance, each dimension might represent the presence or absence of a word in a set of information scent cues.  Anderson’s (1990; 1991) rational analysis of categorization theory assumes that a person induces a categorical structure (a partitioning) over all entities that they have ever been experienced.  The optimal solution to the categorization problem, stated verbally, boils down to:

Prediction by Categorization: The probability that a distal entity has hidden feature j on dimension i equals the probability that the proximal cues belong to an entity from category k times the probability that a member of category k has the feature j.

In the case of people foraging for information, the distal entity is interpreted as the desired information D, and the proximal cues are the information scent cues, P (Figure 5), and the features are specific concepts such as “medical” or “treatment.”
To define this prediction by categorization problem formally, let

· P be the nth proximal entity that the person has ever experienced,

· k index categories, k = 1,…,K,

· Pr(j|P) be the probability of a (possibly hidden) distal feature j on dimension i conditional on the proximal cues,

· Pr(k|P) be the probability that the available proximal cues correspond to a distal entity from category k,

· Pr(j|k) be the probability of a (possibly hidden) distal feature j given that the distal entity comes from category k.

Using Bayes Theorem, the posterior probability that a distal object belongs to a category given observed proximal cues, Pr(k|P), consists of the prior probability of the distal entity being a member of the category, Pr(k), and the conditional probability, Pr(P|k), that the proximal cues would be observed if the distal entity were a member of the category,
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An information forager may often have the goal of looking for particular categories (e.g., genres, topics, etc) of information.  For instance, a user with a medical problem may be interested in “medical” or “health” documents but not scientific papers.   Equation 2 calculates the probability that a set of proximal cues indicates particular category of information.

Going one step further, an information forager may be seeking specific desired aspects of information within a category—for instance, documents about new cancer treatments within the category of medical documents (see Figure 5).  This can be formulated as,
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Equation 3 says that the probability of that a distal information source, contains a feature j within a particular category k given proximal cues P is equal to the probability that the proximal cues indicate distal information from category k, Pr(k|P), and the probability that j will occur given that the item comes from category k, Pr(j|k).  

Mapping the Bayesian Rational Analysis onto Spreading Activation

This Bayesian analysis can be mapped to mechanistic spreading activation models of the human cognitive system (this approach is used by Anderson, 1990).  We can break the formulation of Equation 3 into two steps:  

1. The computation of the log odds of the desired category of information and 

2.  The log odds of feature j within that category.  

With some simplifying assumptions the log odds of a specific category k given proximal cues P is
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Again, we can specify a spreading activation equation that reflects this log-odds formulation:


[image: image10.wmf]å

Î

+

=

P

i

i

ki

k

k

W

S

B

A

,
(5)

which says that the activation of a category, k, is the base level activation of the category plus the activation received from features in the proximal item, weighted by an attentional factor W, where
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and


[image: image13.wmf]ú

û

ù

ê

ë

é

=

)

|~

Pr(

)

|

Pr(

log

k

i

k

i

S

ki

.

In Figure 5, activation would spread from the proximal features “cell”, “patient”, “dose”, and “beam” to the category “health” in accordance with Equation 5.  The second part of the process would involve spreading activation from the category “health” to each of the desired distal features.  The activation of a desired distal feature j would be
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where,
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Category Learning

So far, I have discussed how prototype-based categorization provides a mechanism for information scent judgments.  How those categories get formed has been left unstated.  It is assumed that the goal of categorization is to predict features of the information ecology.  Over time, as users interact with information such as the World Wide Web, they learn what types of information reside where, in what abundance, and having what utility.  A model of category formation is assumed that builds on Anderson’s (1990; 1991) theory.

Every set of proximal cues, P, that is interpreted as a coherent entiy, such as a graphic or link text, is referred to generically as an item.  As users encounter items, the items are categorized by the following process:

1. Retrieve related information from memory using spreading activation.  The proximal cues plus retrieved information constitute an elaborated item to be categorized.

2. If there are no existing categories (for instance this is the first time a user has visited a WWW site), then create a new category (kNew) and assign the item P as a member of the category, otherwise,

3. Determine the probability that the item comes from a new category Pr(kNew|P), and compare that to the existing category with the highest probability of including the item, (Pr(kMax|P), such that  Pr(kMax|P) ≥ Pr(k|P), ( k (kMax),

a. Assign the item to a new category, kNew, if that is more probable, Pr(kNew|P) > Pr(kMax|P), otherwise, 

b. Assign the item to the highest probability existing category kMax.

Anderson’s (1990; 1991) formalization Step 3 assumes that some n items have already been categorized, and requires the comparison test,

Pr(kNew|P) > Pr(kMax|P).

This comparison requires the calculation of Equation 2 for a possible new category, kNew, and for all current categories to determine the maximum.  The prior probability of an existing category is determined by a coupling parameter, c, that indicates the probability that two items come from the category,
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where nk is the number of items assigned to category k so far.  The prior probability of a new category is
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which can be used for Pr(k) in Equation 2. Assuming conditional independence among cues, the conditional probability of a proximal set of cues given a category is just the product of the conditional probabilities of each cue given the category:
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Each category can be characterized as a vector of the conditional probabilities in Equation 9:
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where each pi is

pi = Pr(i|k).

We can think of each occurrence of a cue i in a proximal context P as the result of a multinomial trial that draws from the M possible features.  For instance, the occurrence of a word i is a multinomial trial drawing from all possible words.  The Bayesian conjugate prior distribution for a multinomial distribution is the Dirichlet distribution,
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where
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and Γ is the Gamma function.  The expected value of each pi is


[image: image24.wmf][

]

0

a

a

i

i

p

E

=

.
(12)

A noninformative prior may be obtained by setting
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As new items are added to a category, the probabilities in Equation 10 must be updated.  The conjugate posterior distribution for multinomial trials is also a Dirichlet where the expected value of each pi is
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where ni is the number of observed occurrences of feature i so far.


A new category is created with a vector of probabilities Equation 10 initialized with a set of prior expected values determined by Equation 12.  As each item is added to the category the vector of probabilities is updated according to Equation 13.

Conceptual Coherence
Cultural anthropologists face numerous methodological problems in attempting to model the conceptual worldviews of different cultures. For instance, fieldwork may often involve asking an informant questions such as “What is this plant?” or “Is this plant also a member of this class?”. The anthropologist must determine if an informant has the expertise to answer the questions, and whether this is a coherent “correct” cultural view across informants. Romney et al.  (1986) developed a theory of cultural consensus and an associated methodology to address these problems. The approach involves obtaining answers to some standard set of questions across a set of informants. Agreement in answers across informants implies a cultural consensus (a cultural “truth”) and correlations among informants suggests common expertise. 

The methodology developed by Romney et al. (1986) can be used in conjunction with techniques such as factor analysis, cluster analysis, or multi-dimensional scaling (MDS) to identify the degree to which there is cultural consensus, or different subgroups of cultural consensus among a larger group of informants. This can be done by first computing some similarity metric over the informants answers. For instance, one may compute a correlation between two individuals based on the answers they gave to a set of questions. The person by person matrix of similarities (e.g., correlations) may then be submitted to factor analysis, cluster analysis, or MDS. 
This cultural consensus methodology has been adopted the psychological study of categorization among experts. For instance, Medin et al. (1997) asked three groups of tree experts (scientists, landscapers, and city maintenance workers) to sort familiar trees into groups. Medin et al. (1997) computed correlations between experts based on the comparisons of the hierarchical groupings of trees that the experts had produced, and then computed factor analyses over the expert by expert correlation matrix. This factor analysis was used to reveal the degree to which the different groups of experts had similar or different views about trees. In the study reported below, we used a technique similar to Medin et al. (1997) in which users of different kinds of browsers were asked to draw tree diagrams representing their conception of the types of documents contained in an information system (Figure 1), and then inter-user similarities (correlations) were computed by comparing users tree diagrams.
Application to a Browser Study
The InfoCLASS model was used to develop qualitative predictions concerning data collected in a user study with a browser called Scatter/Gather (Pirolli et al., 1996).  That study used a collection of 742,833 full-text documents collected from the Wall Street Journal, the AP newswire, Department of Energy technical abstracts, the Federal Register, and computer articles published by Ziff-Davis.  The experimental tasks typically asked users to find all of the documents relevant to some topic, such as new medical procedures for cancer. Eight users performed six tasks with the Scatter/Gather browser and another eight users performed six tasks using a “standard” word-based search engine (called Similarity Search).  Detailed computer logs recorded system and user interactions during these tasks. Users performed some other tasks, including drawing their conception of the topic structure of the collection after they had performed tasks with their browser.
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Figure 6. A schematic view of using Scatter/Gather.   The user repeatedly selects (gathers) clusters from the Scatter/Gather window and requests that the system re-cluster (scatter) the selected clusters until the user decides to display and scan titles from the selected clusters.

Scatter/Gather

Scatter/Gather (Cutting et al., 1993; Cutting, Karger, Pedersen, & Tukey, 1992) is an interaction technique for browsing very large collections of documents that is based on automatically identifying clusters of related documents. Studies of the Scatter/Gather system were used to develop other aspects of information foraging theory (Pirolli, 1997; Pirolli & Card, 1995; Pirolli & Card, 1999; Pirolli et al., 1996).  

Internally, the Scatter/Gather system works by precomputing a cluster hierarchy, recombining precomputed components as necessary.  This technique allows the interactive reclustering of large document collections in reasonable times. The clustering in Scatter/Gather depends on a measure of inter-document similarity computed from vectors that reflect the frequency of words in each document (Manning & Schuetze, 1999).  The Scatter/Gather clustering method summarizes document clusters by meta-documents containing profiles of topical words and the most typical titles.  These topical words and typical titles are also used to present users a summary of the documents in a cluster.  Topical words are those that occur most frequently in a cluster, and typical titles are those with the highest similarity to a centroid of the cluster.  Together, the topical words and typical titles form a cluster summary. 
Figure 6 presents an overview of the user interaction process.  For simplicity, the example in Figure 6 assumes that five clusters were presented to users at each step, but the version studied in Pirolli et al. (1996) used 10 clusters at each step.  Assume that a user is interested in papers written about robot planning.  At the top level, the system presents the user with five cluster summaries that the user judges to be about “law”, “world news”, “artificial intelligence”, “computer science”, and “medicine”.  From these clusters, the user selects two clusters (“artificial intelligence” and “computer science”) as being the ones likely to contain relevant papers, and requests that the system scatter those documents into five new clusters.  The user judges these new clusters to be about “natural language processing”, “robots”, “expert systems”, “planning”, and “Bayesian networks.”  The user then selects two clusters (“robots” and “planning”) and requests that the system display all the titles in those clusters in the scrollable titles window.  The user then scans that list of titles and picks out ones to read.

Category Richness and Coherence

The Scatter/Gather study (Pirolli et al., 1996) provided data suggesting that (1) Scatter/Gather users developed richer mental category structures than users of a standard search engine (on the same repository and tasks), and (2) Scatter/Gather users showed greater convergence to one another in their category structure in comparison to the Similarity Search users.  

[image: image28.emf]
Figure 7. A sample of a user’s drawing of their conception of the types of documents in their database.

Users in the Pirolli et al. (1996) study were asked to draw topic diagrams representing their conception of the types of content in the Tipster database.  Figure 7 shows a sample tree diagram drawn by one of the users.  The diagrams were drawn by both the Scatter/Gather users and the Similarity Search users after performing their first three tasks, and after all six tasks.  Pirolli et al. (1996) found that the Scatter/Gather users produced more diverse (richer) topics trees than Similarity Search users, the Scatter/Gather topic tree contained a greater quantity of general topics, and the breadth of the Scatter/Gather topic trees increased with the amount of interaction users had experienced.

A particularly interesting finding concerned the within-group similarity of topic trees for the Scatter/Gather users vs the Similarity Search users.  Users of Scatter/Gather appeared to produce trees that were more similar to one another. This is interesting because it suggests that Scatter/Gather users were converging at a faster rate to a coherent conceptualization of the Tipster corpus.  One way to see this is presented in Figure 8—a hierarchical clustering of the inter-user topic tree similarities.  To produce this hierarchical clustering Pirolli et al. constructed a similarity matrix of users x users, where each entry in the matrix indicated the proportion of shared topics between any two users’ diagrams.  The hierarchical clustering in Figure 8 suggests that the Scatter/Gather users’ topic trees clustered closer together in comparison to Similarity Search users.  This was also validated by a coherence measure computed on a multidimensional scaling analysis of the similarity matrix.  Conceptual coherence among users appears to be accelerated by using Scatter/Gather.
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Figure 8. A hierarchical clustering of the inter-user similarity of tree digrams representing users’ conception of the document types (SG = Scatter/Gather user; SS = Similarity Search user).


An InfoCLASS model was developed that was exposed to the same interface interactions as users in the Pirolli et al. (1996) study.  The model implemented the categorization learning procedure discussed above.  The goal of this category learning simulation was to predict a higher degree of conceptual coherence among the Scatter/Gather users compared to Similarity Search users.

For each user in the Pirolli et al. (1996) study, the category learning simulation involved,

1. Parsing the user’s interaction log (with either Scatter/Gather or Similarity Search) and extracting a sequence of items.  Each item was a collection of words in a cluster summary (Scatter/Gather) or a search result title (Similarity Search).

2. Removing all function words from the items.

3. Submitting the items, in the order they occurred in the user interaction log, to the categorization procedure described above

Note that this category simulation method assumed unrealistically that users paid attention to each and every item presented in their browsers, and it unrealistically assumed that the order of occurrence of items in the log is the order that the users attended to the items.


Formally, all the words, across all items, are indexed i = 1, 2, …n and each item (a cluster summary or search result title) is represented as a vector,
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where each component wi indicates the frequency of word i in the item.  Each category is a vector of probabilities,
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where each pi indicates the probability that an item from that category will contain word i.  The category learning procedure incrementally induces these probabilities from items added to the category, as described above.

Table 1 presents results from the InfoCLASS simulation.  Each row corresponds to the category learning simulation of an individual user.  Table 1 shows that Similarity Search users experienced more items (search result titles) than Scatter/Gather users (cluster summaries) while working on the same tasks.  The simulation learns over four times as many categories from the Scatter/Gather logs than the Similarity Search logs, which is consistent with the conclusion that Scatter/Gather users formed richer category representations. 


An information-theoretic measure called the Average Divergence from the Average (ADA) was developed to measure the degree of conceptual coherence among Scatter/Gather vs Similarity Search simulations (see the Appendix).  The ADA is calculated by computing the average of all the categories formed by all user simulations in each group, and measuring the divergence of every category from the average (using an entropy measure).  Low ADA values indicate greater category coherence.  The Scatter/Gather user simulations showed greater coherence (ADA = .949 x 10-6 bits) than the Similarity Search simulations (ADA = 1.292 x 10-6 bits).   At a general level, the category learning simulations are in agreement with the analysis of the concept tree diagrams of the users:

1. The Scatter/Gather simulations develop richer sets of categories than Similarity Search simulations.

2. The Scatter/Gather simulations show greater category coherence.

Table 1. Results of an InfoCLASS simulation of Scatter/Gather users (N = 8) and Similarity search users (N = 8): Number of items (cluster summaries or link summaries) encountered while browsing and the number of categories learned.
	Scatter/Gather
	
	Similarity Search

	Subject
	Items
	Categories
	
	Subject
	Items
	Category

	1
	330
	59
	
	1
	464
	28

	2
	370
	151
	
	2
	565
	45

	3
	420
	152
	
	3
	767
	39

	4
	470
	149
	
	4
	963
	16

	5
	507
	124
	
	5
	1331
	28

	6
	526
	142
	
	6
	1481
	28

	7
	579
	101
	
	7
	1486
	15

	8
	770
	120
	
	8
	1926
	33

	Mean
	596
	125
	
	Mean
	1123
	29


General Discussion

InfoCLASS is a model of the mental categories formed by users as they browse information systems. This model was developed in order to simulate the richness of concepts learned by individual users, as well as the conceptual coherence among a group of users. In this discussion, I would like to consider the relation of conceptual coherence to information foraging by networks of individuals who are cooperating in the search for new knowledge, as occurs in scientific communities or intelligence organizations.
Because of the growth of accessible information, there is increasing pressure for knowledge workers such as scientists to specialize in narrow domains. In order to be effective and efficient in a domain that has rapid growth of knowledge one is forced to ignore knowledge in other domains. This can lead to the problem of undiscovered public knowledge (Swanson, 1986b) in which two bits of important knowledge by imply some new hypothesis or discovery, but each bit may each be separately known to two non-interacting specialist communities, with no individual knowing both bits of knowledge. For instance, Swanson (1986a) found two non-interacting scientific literatures, one concerning a blood circulation disorder (Raynaud’s syndrome), and another concerning the potential use of fish oil as a preventative measure for that disorder. These two literatures had co-existed for about 3 – 5 years without a connection being made. Recent investigations by the National Commission on Terrorist Attacks Upon the United States has revealed that different intelligence organizations and departments had obtained separate pieces of intelligence information that may have prevented the September 11, 2001 terrorist attacks on the United States if those separate pieces had been combined. Unfortunately, cultural, legal, and organizational divisions prevented the discovery of those connections. Communities that work in separate, non-interacting, specialized domains run the risk of failing to discover important new knowledge that arises by considering results from both domains.

Models of cooperative problem solving (Huberman & Hogg, 1988) suggest that when a group of people are working collectively to make discoveries, as occurs in scientific research groups or in intelligence agencies, that the rate of discovery can be improved by having some diversity of views among individuals. Recent research on information foraging in a scientific community (Sandstrom, 2001) suggests that a scientific field has a core consensus literature and peripheral literatures. Individual members of the community read and publish in literatures that are partly congruent with those of the field (otherwise there would be no communication in the community) but individuals also exhibit some amount of divergence from one another. For instance, if one examined the reading and publication habits of cognitive scientists one might find that most read and published in some core cognitive science journals, but some smaller subset of individuals may also publish in computer science, another small subset in philosophy, and another small subset in behavioral ecology. Often, new discoveries or innovations in the core field (e.g., cognitive science) arise because some individual has also been publishing or reading in a peripherally related domain (e.g., behavioral ecology). It would seem that for a community of knowledge workers such as scientists there is an ideal mix of having a cultural consensus view of the literature along with a certain amount of diversity among the members of the community. Consensus is required to establish a communicating community and diversity is needed to expand the topics known by the community and to increase the likelihood of innovative discoveries. The method of analyzing conceptual consensus developed here is intended to be a contribution to understanding how different experiences with information systems lead to uniformity of diversity of conceptual views, which may lead to better information system designs for communities that are in the business of making discoveries.
Appendix: 

Average Divergence from the Average (ADA)
To evaluate category coherence I developed a divergence metric called Average Divergence from the Average (ADA), which is an extension of a pairwise divergence metric called Total Divergence from the Average (Manning & Schuetze, 1999).  The Kullback-Leibler (KL) divergence measures the relative entropy of two distributions, or how closely one distribution approximates another (specifically, how much information is lost by assuming one distribution in place of another):
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where p and q are vectors of category prototype probabilities as in Equation 10, with components i = 1, 2…,M.  Two problems with the KL divergence in Equation A.1 are that it is undefined for qi = 0 and it is not symmetric,
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To remedy this, we can elaborate on the Total Divergence from the Average metric (Manning & Schuetze, 1999). For some set of vectors, p1, p2, …, pK,  of probabilities as in Equation 10 we can compute an average,
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where each 
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 is the average of the probabilities of feature i across all vectors.  The ADA is


[image: image36.wmf]K

D

ADA

K

k

k

K

å

=

=

1

2

1

)

||

(

)

,

,

,

(

p

p

p

p

p

K

.
(A.3)

That is, the divergence of each vector of probabilities from their average is compute and summed, and divided by the number of vectors.  This averages a set of differences about a mean, analogous to a dispersion measure such as a standard deviation.  When Equation A.1 is computed using a base-2 log it yields an entropy measure in bits.  Smaller values of ADA imply smaller dispersion about the average.
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