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Abstract

Stochastic models of user navigation based on information scent are developed.  Information scent refers to the use of proximal cues by users to make predictions about the utility of distal sources of information.  Such cues include the text descriptors of World Wide Web links.  A formal model of the prediction of utilities is based on cognitive spreading activation theories of memory and categorization.  These utilities are assumed to be stochastic and conforming to a Random Utility Model (RUM). The RUM provides a basis of calculating navigation choice probabilities governing the transition from one navigation state to another based on information scent.  Illustrations of the prediction of success rates, visitation rates, and length of navigation before stopping (stickiness) are illustrated.

Introduction

A tradition of cognitive engineering models in Human Computer Interaction focuses on the analysis of individual users, or perhaps a small variety of individual users who might differ in knowledge or strategy.  For instance, The GOMS analysis of Human Computer Interaction (HCI) task knowledge combined with Model Human Processor analysis of human information processing (Card, Moran, & Newell, 1983) delivers models of relatively expert, error-free, HCI performance.  Recently, stochastic models have been developed (Chi, Pirolli, Chen, & Pitkow, 2001; Chi, Pirolli, & Pitkow, 2000; Huberman, Pirolli, Pitkow, & Lukose, 1998; Thimbleby, Cairns, & Jones, 2001) to address empirical regularities that emerge from large aggregates of users navigating through interfaces ranging from push-button devices to the World Wide Web (WWW).  In this paper, I present a set of stochastic models of user navigation that make use of the notion of information scent (Pirolli, 1997; Pirolli & Card, 1999) which predicts the navigational choices of users based on the users goals and the content cues that are available on the navigation interface. Give a user task goal and a model of the navigation interface (e.g., a WWW site) these models aim to predict 

· User flow, the pattern of user visiting states throughout the interface,

· Success metrics such as the average number of steps to success, or the rate at which users will achieve success,

· Stickiness, the amount of interaction that users will spend with a navigation interface before leaving it (e.g., the number of page visits at a WWW site),

To illustrate the basic approach of these stochastic models, Figure 1 presents a simple example of the construction of a user flow model.  Figure 1a is a graph in which the nodes represent interface states and the links among nodes represent transitions from one state to another.  This is an example of a state-space representation. For concreteness, the nodes in Figure 1a could represent WWW pages at a site, the links in Figure 1a could represent HTML links among those pages, and so the graph in Figure 1a could represent a WWW site. In Figure 1b, each of the links emanating from a node is labeled with the probability that users will choose to travel from the current node (state) to the linked node (state).  In the case of the WWW, this would represent the probability that users will choose to follow a link to an associated page from the page they are currently visiting.  Determining these probabilities is key to the correctness of the user flow model.  In some discussions (Thimbleby et al., 2001), the designer may make best-case and worst-case assumptions for individual tasks.  This paper explores the use of information scent to compute these navigation choice probabilities.  Once the probabilities are assigned, one may assume a number of users enter the navigation interface at one or more start states. In Figure 1c, the vertical bar represents some number of users starting at a given state.  Users move from current states to linked states according to the navigation choice probabilities.  After some number of moves the users will have flowed through the links and distributed themselves over the states in some pattern such as Figure 1d (where the number of users at a particular state are again represented by vertical bars).
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Figure 1. A user flow example: (a) is a graph representation of interaction states (nodes) and transitions among states (links), (b) illustrates the assignment of navigation choice probabilities to links emanating form a state, (c) some number of users (represented by the vertical bar) is assumed to start in one or more states and (d) after some number of moves the users will have distributed themselves into some set of states.

Markov Models of Usability

Chi et al. (2001; 2000) presented a summary of the formal graph-theoretic model and associated algorithm for predicting user flow at a WWW site given a user task.  This approach made use of information scent.  Independent of that work, Thimbleby et al. (2001) proposed a very similar usability analysis approach based on Markov models.  That approach did not use the notion of information scent.  Because of it’s simplicity it is worth reviewing the Markov model approach before presenting information scent and other elaborations that define the stochastic models presented here.

Representing State-to-State Transitions

[image: image2.emf]
Figure 2.  A directed graph representing the state space (states and transitions) for the microwave discussed in Thimbleby et al. (Thimbleby et al., 2001).

Figure 2 presents a graphical representation of the state space for a microwave analyzed by Thimbleby et al. (2001).  Each node represents a potential state of the microwave interface and device buttons will move the systems from one state to another as indicated by the directed arrows in Figure 2.  Table 1 provides an alternative representation of the graph in Figure 2.  An entry of a “1” in a Table 1 cell indicates that there is a device button that moves the system from the state labeling the row, to the state labeling the column, and a “0” indicates the lack of a transition.  For instance, there is a transition from the Clock state to the Quick Defrost state, but no transition from the Clock state to the Timer2 state.

Table 1.  A state adjacency table representing  the microwave state-space graph in Figure 1.

	
	To State

	From State
	Clock
	Quick

Defrost
	Timer1
	Timer2
	Power1
	Power2

	Clock
	1
	1
	1
	0
	0
	0

	Quick Defrost
	1
	1
	1
	0
	0
	0

	Timer1
	1
	1
	0
	1
	1
	0

	Timer2
	1
	1
	1
	0
	0
	1

	Power1
	1
	1
	0
	1
	1
	0

	Power2
	1
	1
	1
	0
	0
	1


An even more succinct representation of the information in Table 1 involves the use of matrix notation.  The matrix,
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(1)

represents state-to-state transitions.  We assume that the states are indexed, i = j = 1, 2, ..6, such that,

1 = Clock,


2 = Quick Defrost


3 = Timer1


4 = Timer2


5 = Power1


6 = Power2.

Li,j is the element of matrix L in row i and column j. An entry 

Li,j = 1, represents a transition from state i to state j, and

L​i,j = 0 represents the lack of a transition.

The element L​​​3,4 = 1, indicates that there is a transition from the Timer1 state to the Timer2 state.

As discussed in Thimbleby et al. (2001), Markov models are a wide-spread mathematical technique for representing stochastic processes.  It is based on a representation of the probability of a system transitioning from a current state to another state.  The matrix L represents the potential state transitions for a microwave.  We may, instead, represent the probabilities of a user transitioning from one state to another, where these probabilities might perhaps come from some model predictions, or empirical data, or subjective estimates made by an expert.  Thimbleby et al., make some assumptions about the probability that a user will press a button in any given microwave state, which results in the transition probability matrix,
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Where Pi,j is the probability that the microwave will transition from state i to state j.  For instance, the probability that a user will transition from the Timer1 state to the Clock state is P3,1 = 2/5.  In other words, each element represents a conditional probability,

Pi,j = Pr(transition to State j | currently at State i),

And the sum of all the transition probabilities from a state (e.g, the sum across a row in P) is one,
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The transition probabilities in P represent the quality of heuristic knowledge for navigation.  Often, users navigating through an interface make choices with some degree of uncertainty.  That is, their choices are governed by heuristic knowledge rather than perfect knowledge.  If navigation choices were governed by perfect knowledge, then each row in P would contain a single 1, indicating that a user in any given state always would choose to transit to the same next state (the correct one).  The transition probabilities in a Markov model of user interaction capture the uncertainty of users’ heuristic knowledge for navigation. 

Using a Markov Model to Make Predictions About User- Device Interaction


A basic way of using Markov models is to assume that the system starts in some state and after some number of state transitions one predicts the probability that the system will be in certain states.  For instance, we might assume that a user interacting with the microwave in Figure 2 starts in the Clock state (State 1) and we want to determine the probability that a user reaches the Timer2 state (State 4) after 2 steps.  From matrix P, we can see that after one step the user will transition to State 1 (Clock) with probability 3/5, to State 2 (Quick Defrost) with probability 1/5, and State 3 (Timer1) with probability 1/5.  This can also be calculated using matrix algebra (which can be performed with most spreadsheet or mathematical applications).  We can represent the initial state as a state vector,

C = (1 0 0 0 0 0),

where column i represents the probability that the user is in state i. The Markov model can be initialized using vector C, which represents the assumption that the user is in State 1 with probability = 1.  If we perform matrix multiplication we get a vector representing the probabilities that the user is in any of the six states,

C1 = C P = (3/5 1/5 1/5 0 0 0).

If we multiple the vector representing the states reached after one step by the probability transition matrix P again we get,

C2 = C1 P = (0.52 0.24 0.16 0.04 0.04 0),

which indicates the user will be in State 4 (Timer2) with probability 0.04 after two steps after starting in State 1 (Clock).  It is also the case that,

C2 = C P P

= C P2,

where Pn is indicate taking the nth power of a matrix (a square matrix multiplied by itself n times). More generally,

X = C Pn,
(2)

will result in a state vector X after n transition steps, where Xi is the probability that the system will be in State i, , given a starting state vector C, where Cj represents the probability that the system starts in State j, and a transition probability matrix P.


Of greater interest, however, will be predictions about the rate (number of steps) at which users reach some target information state.  For instance, we might be interested in the average number of steps that it takes a user to go from a WWW site home page to some specific target WWW content at that site.  Before I present methods for doing this, it is necessary to first present a theoretically plausible method for estimating the transition probabilities P.

Information Scent

To develop a Markov model of user navigation requires the specification of the navigation choice probabilities (e.g., the transition probabilities that form the matrix P).  Thimbleby et al. (2001) proposed that one might do this by estimation from empirical data, or by exploring mixtures of perfect knowledge with no knowledge (i.e., a user making random choices).   The information scent calculation presented in Pirolli and Card (1999) provides a computational approach to make predictions about navigation choice probabilities for tasks and interfaces that involve text content.  Chi et al. (2001) discuss additional methods for extending the approach to graphical content.

Predictive Judgments about Distal Content Based on Proximal Cues

Pirolli (1997) introduced the notion of information scent as “terse representations of content…whose trail leads to information of interest.”   Pirolli and Card (1999) further developed this into a formulation of information scent (inspired by the Lens Model of Brunswik, 1956) where users were assumed to be navigating through an information system, such as a library or the WWW and must use proximal (local) cues, such a bibliographic citations or link text, to make judgments about the expected utility of making a particular choice.
  In other words, there are (a) some distal sources of content that are not immediately within the perceptual grasp of the user, (b) some proximal cues that are immediately available to the user that are about the distal source of content, (c) user predictions about unobserved features and the utility of the distal content based on the proximal cues, and (d) a choice rule for selecting objects based on those predictive evaluations.

Figure 3 presents examples of terse mediating representations that people use to guide them about information that they are seeking.  Figure 3a is a typical page generated by a WWW search engine in response to a user query.  The page lists WWW pages (search results) that are predicted to be relevant to the query. Each search result is represented by its title (in blue), phrases from the hit containing words from the query (in black), and a URL (in green).  Figure 3b illustrates, an alternative form of search result representation that is provided by relevance enhanced thumbnails (Woodruff, Rosenholtz, Morrison, Faulring, & Pirolli, 2002), which combine thumbnail images of search results with highlighted text relevant to the user’s query.  Figure 3c is a Hyperbolic Tree browser
 (Lamping & Rao, 1994; Lamping, Rao, & Pirolli, 1995).  Each label on each node in the Hyperbolic Tree is the title for a WWW page.  Finally, Figure 3d presents a standard set of bibliographic citations, each of which represents an article, book, or other scholarly source.  

[image: image6.emf](a) (b)
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Figure 3. Examples of proximal information scent cues.

Pirolli (in preparation) develops an adaptationist theory of information scent that builds on theories of the human cognitive architecture (Anderson, 1990; Anderson & Lebiere, 2000), information foraging theory (Pirolli & Card, 1999), and Random Utility Models (McFadden, 1974, 1978; Walker & Ben-Akiva, 2002). We may think of users as foragers with an information need (a goal) who are seeking some content with some desired attributes.  Each user’s problem is basically one of predicting whether distal content has useful features with respect to the goal, from the available proximal information scent cues, such as WWW link text.  

Spreading Activation Networks

As argued in Pirolli (in preparation), this prediction is performed by human categorization and memory processes.   Specifically, computational models of information scent judgments have been developed (Pirolli, 1997; Pirolli & Card, 1999) based on spreading activation mechanisms used in the study of human memory (Anderson & Milson, 1989) and categorization (Anderson, 1990).  Activation may be interpreted metaphorically as a kind of mental energy that drives cognitive processing. Cognitive structures, such as concepts, are called chunks.  Activation spreads from a set of chunks that are the current focus of attention through associations among chunks in memory.  In computing information scent judgments, activation flows from proximal cues to associated features, and levels of activation indicate predictions about the likelihood of the unobserved associated features.
 Spreading activation is the name of the process that computes activation values over a set of chunks. The spread of activation from one cognitive structure to another is determined by weighting values (strengths) on the associations among chunks.  These weights determine the rate of activation flow among chunks.  The associations and strengths are built up from experience.  
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Figure 5.  The cognitive representation of the goal “information on new medical treatments for cancer” and a set of proximal cues.  The “Health” node represents a category.

Figure 5 presents a scenario for a spreading activation analysis.  Suppose a user is looking for “information on new medical treatments for cancer” on the WWW.  The goal in declarative memory is depicted by the small set of chunks labeled “medical”, “treatments”, and “cancer”.  Note also that these desired chunks are associated with a node labeled “health” which represents a more general category that characterizes the desired information.  Suppose that the user encounters a WWW link anchor containing the text “cell”, “patient”, “dose”, and “beam”.  The chunks representing these proximal cues are presented on the right side of Figure 5.   Figure 5 also shows that there are associations between the goal chunks and proximal cues (the link summary chunks), associations from the proximal cues to the “health” category, and associations from the “health” category to the goal chunks.  The associations among chunks come from past experience. The strength of associations reflects the degree to which proximal cues predict the occurrence of unobserved features. For instance, the word “medical” and “patient” co-occur quite frequently and they would have a high strength of association.  The stronger the associations (reflecting greater predictive strength) the greater the amount of activation flow.

Discrete Choice Probability in the Random Utility Model

From proximal information scent cues, the user predicts the utility of a distal information source and makes choices based on the utilities of alternatives. This is achieved by spreading activation from the proximal cues (e.g., “cell”, “patient”, “dose”, and “beam” in Figure 5) and assessing the amount of activation that is received by the desired features of the information goal (e.g., “medical”, “treatments”, “cancer” in Figure 5). The information scent approach developed in Pirolli and Card (1999) is consistent in many ways with the Random Utility Model (RUM) framework (McFadden, 1974, 1978), although the connection was not recognized in that paper.  It turns out that the ACT-R model of utility and choice (Anderson & Lebiere, 2000) is also a RUM, although the ACT-R model was developed independent of RUM theory (J.R. Anderson, personal communication, July 2002).  RUM is grounded in classic microeconomic theory, and it has relations to psychological models of choice developed by Thurstone (1927) and Luce (1959), but it’s recent developments are associated with the Nobel Prize work of McFadden (1974; 1978).  So, there are at least three reasons for attempting to cast information scent as a RUM:

1. There is prior empirical support for the applicability of the RUM to information scent  (Pirolli & Card, 1999),

2. RUM provides a connection among models in psychology (e.g., ACT-R) microeconomic models of consumer preferences and choice, and human-information interaction models,

3. Because of it’s connections to microeconomics and econometrics there is a considerable body of work on the statistical estimation of RUMs from choice and ratings data (e.g., Walker & Ben-Akiva, 2002), which could provide an influx of new measurement technology into HCI.

For our purposes, a RUM consists of assumptions about (a) the characteristics of the information foragers making decisions, including their goal(s), (b) the choice set of alternatives, (c) the proximal cues (attributes) of the alternatives, and (d) a choice rule.  For current purposes, we will assume a homogenous set of users with the same goal G with features, i ( G (and note that there is much interesting work on RUMs for cases with heterogenous user goals).   Each choice made by a user concerns a set C of alternatives, and each alternative J is an array of displayed proximal cues, j ( J, for some distal information content. Each proximal cue j emits a source activation Wj. These source activations spread through associations to features i that are part of the information goal G.  The activation received by each goal feature i is Ai and the summed activation over all goal features is 
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The predicted utility UJ|G of distal information content based on proximal cues J in the context of goal G is:
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where


[image: image10.wmf]å

Î

=

G

i

i

G

J

A

V

|


is the summed activation, and where (J|Q is a random variable error term reflecting a stochastic component of utility. Thus, the utility UJ|Q is composed of a deterministic component VJ|Q and a random component (J|Q.  RUM assumes utility maximization where the information forager with goal G chooses J if and only if the utility of J is greater than all the other alternatives in the choice set, i.e., 


UJ|G  > UK|G  for all K ( C.
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Stated as a choice probability, this gives,
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Because of the stochastic nature of the utilities UK|G it is not the case that one alternative will always be chosen over another.

The specific form of the RUM depends on assumptions concerning the nature of the random component (i associated with each alternative i. If the distributions of the (i are independent identically distributed Gumbel distributions (double exponential),
 then Equation 4 takes the form of a multinomial logit
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where ( is a scale parameter.
  If there is only one alternative to choose (e.g., select J or do not select J) then Equation 4 takes the form of a binomial logit,
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As suggested earlier, many off-the-shelf statistical packages (e.g., Systat, SPSS) include packages that can estimate the parameters of multinomial logistic models from discrete choice data.

Computing the Spread of Activation

Previous cognitive simulations (Pirolli, 1997; Pirolli & Card, 1999)  used a spreading activation model derived from the ACT-R theory (Anderson & Lebiere, 2000).  The activation of a chunk i is




(7)

where Bi is the base-level activation of i, Sij is the association strength between an associated chunk j and chunk i, and Wj is the source activation from chunk j.  Following the adaptationist rationale of Equation 7 in ACT-R, we interpret Equation 7 as reflection of a Bayesian prediction of the likelihood of one chunk in the context of other chunks.  Ai in Equation 7 is interpreted as reflecting the log posterior odds that i is likely, Bi is the log prior odds of i being likely, and Sji reflects the log likelihood ratios that i is likely given that it occurs in the context of chunk j.

The spreading activation networks are based on the following equations used to derive the values in Equation 7. Bi reflects the log prior odds so




(8)

where Pr(i) is the probability of chunk i occurring in the world, 

 is the probability 1 - Pr(i) that the chunk will not occur in the world, and  is a normalizing constant. Wj is the analogous value for each chunk j.

sij reflects the log likelihood ratio




(9)

where Pr(j|i) is the conditional probability of chunk j occurring in the context of chunk i and 

 is the conditional probability of chunk j occurring in a context that does not contain chunk i.  Anderson (1993; 1989) provides arguments for the ecological rationality of Equations 7 to 9

We can now specify how the computation of spreading activation yields utilities by substituting Equation 7 into Equation 3:
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As discussed in Pirolli and Card (1999), it is possible to automatically construct large spreading activation networks from on-line text corpora.  As shown in Pirolli (in preparation), TF.IDF (vector-space) techniques, which are standard in information retrieval, can also be used to approximate spreading activation computation, and this is the approach used in Chi et al. (2001).  It is also plausible that Latent Semantic Analysis (Dumais, Furnas, Landauer, Deerwester, & Harshman, 1988; Landauer & Dumais, 1997) provides similar results because it also aims to predict relations among concepts based on statistical frequencies and cooccurrences .

Predicting Visits and Success rates Based on Markov Models

A Hypothetical WWW Site

Figure 6 presents a model of interaction with a hypothetical WWW site for a specific task.  The example in Figure 6 assumes a simple hypothetical WWW site of seven pages that includes medical information for humans and for pets.  The user is assumed to have the task of finding “medical treatments for cancer.” Page-6 is the hypothetical target page for this task.  Each WWW page is represented by a node in Figure 6.  Each directed arc in Figure 6 is labeled with the text that is used as link labels on the WWW pages.  For instance, Home-Page has two links to adjacent pages that have the link text “human treatment” and “dog treatment”.  
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Figure 6. A state-space graph representing a user with the task “find medical treatments for cancer” interacting with a WWW site.  Text labels on the arcs represent link text on the WWW pages.  Labels “A = a” on the arcs represent the information scent scores based on link text.  Labels “P = n” indicate the probability of a user choosing a link as predicted by information scent.

There are also two numbers labeling each directed arc in Figure 6. The labels “ A = a” represent calculated information scent scores of the text labels in the context of the given task (“medical treatments for cancer”).  These were calculated using the spreading activation Equations 7 to 9 with spreading activation networks computed in Pirolli and Card (1999).  The labels “p = n” represent the navigation choice probabilities (transition probabilities) computed from the scent scores (the probability that a user having the task of finding “medical treatments for cancer” will choose that Web link and move to the linked page).  These were calculated using Equation 5 with  = 1/100. For instance, a user with the given task who is at Home-Page is predicted to choose the link labeled “human treatment” with probability 0.62 and move to Page-1.

We can represent the graph in Figure 6 with a probability transition matrix
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(11)

where the first row (or column) corresponds to home-age, the second row (or column) corresponds to page-1, the third row (column) to page-2, and so on.   An entry in column i row j means that there is a transition from state i to state j. Note that page-3 has a p = 1.0 transition back to itself as a way of representing the idea that page-3 is the goal (i.e., users will stay in that goal state rather than move away to a less desirable state).  Page-3 is known as an absorbing state.

Computing User Flow

Thimbleby et al. (2001) presented a method based on first-passage analysis of Markov models for predicting the expected number of steps to reach a target state. Unfortunately, that method does not apply to Markov models that have absorbing states, such as Figure 6.  Recall that absorbing states are ones that the system does not leave once it has entered. In the context of simulating WWW use, it is often useful to represent a visit to the target content as an absorbing state, and leaving a WWW site as another absorbing state (this is not represented in Figure 6). 

Predicting the  Rate of Arrival at a Target Page


A simple method, conceptually, involves iteratively computing the state vector X (see Equation 2) representing the probability that a user will be at any state after n steps.  That is we could compute X after 1 step, 2 steps, 3 steps and so on and determine the probability that the user reaches the target at each step.  To see this more concretely, let us redefine X to be a matrix, where each column t of X represents a vector of state probabilities such that each row i of that column vector represents the probability of being in state i after step t. Let X<t> indicate column t of X.  If a hypothetical user starts at the home page (state 0), then
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We can compute the sequence of system states as


[image: image19.wmf].

 

...

 

1

 

 

 

for

,

n

t

t

t

=

=

>

-

<

>

<

1

X

P

X


(12)

In our example, for n = 5 steps, we would get the matrix,
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For a particular state, we may plot the probability of being in that state as a function of n.  For instance, the first row of X above contains the probability of visiting the Home-page after each step, and the fourth row of X contains the probability of visiting the target (Page-3) after each step.  Figure 7 presents the probability of having found the target (Page-3) and the probability of a return to the home page (home-page) over 30 steps.
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Figure 7. Probability of hitting the target (blue) vs returning to the home page (red) as a function of steps.


A second method of calculating X is based on Equation 2:
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This will yield the same result as Equation 12.  A third method, based on the analysis of absorbing Markov chains is presented in the Appendix.

Predicting the Number of State Visits

It may often be useful to predict the expected number of visits to states prior to hitting a target.  For instance, WWW site managers might be interested in the pattern of visit rates to pages other than a target page.  Two methods are presented for doing this. A conceptually simple way to do this is to make use of the state ( step matrix X computed by equation 12 or 13.  Note that, for all transient states, summing across a row gives the number of visits to the corresponding state.  So for n = 30 steps, the sums would be

Home-page = 4.226 

Page-1 = 2.619

Page-2 = 1.605

Page-4 = 0.759

Page-5 = 0.513

Page-6 = 0.513

These reach asymptotic values with increasing n.  A precise method derived from the analysis of absorbing Markov chains is presented in the Appendix.

Stickiness: Predicting When Users Stop

WWW site providers are often interested in maximizing both the rate of user success and maximizing the stickiness of their WWW site—that is the amount of time that users spend at their WWW site.  One problem with the hypothetical example above is that it assumes that users keep navigating until they find the target content.  Users also often give up on their tasks and stop navigating.  One simple assumption might be that some proportion, 0 > c > 1, of users leave on every step, or equivalently that some proportion d = 1 – c continues to flow.  The method of computing user flow in Equation 12 can be modified slightly to “leak” some proportion of users on every step:
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The effect of inserting d into the equation is that there is an exponentially decreasing number of users that continue to flow as a function of number of steps.


Analyses of WWW site usage logs (Huberman et al., 1998), however, show that the probability that a user will surf through N non-unique pages does not follow a simple exponential model.  Figure 8 shows the empirical probability that users surfed through N non-unique pages as observed in a usage log collected at the Boston University in 1994-1994.  Huberman et al. (1998) provided a theoretical argument based on models of Brownian motion, that the observed distribution should be an Inverse Gaussian Distribution (IGD; which looks very similar to a lognormal distribution) and obtained very good fits of the IGD to several usage logs (see the fitted IGD in Figure 8).  When the IGD is plotted in log-log coordinates it appears nearly linear with a slope of approximately - 3/2.  When empirical usage data are plotted in log-log coordinates it usually appears to be near-linear with a  –3/2 slope, as shown in Figure 9.

The theoretical model proposed by Huberman et al. (1998) assumes that linked pages tend to have utilities that are stochastically related to one another.  That is, as a user goes from one page to the next, the next page has a utility value Up similar to the previous page utility, Up-1, plus or minus some stochastic random term p:

Up = Up-1 + p
(15)

where the values of the random variable p are drawn from independent and identically distributed Gaussian distributions.  Whether or not WWW pages have this characteristic is an empirical question, although the goodness-of-fit of the IGD to usage data and the Central Limit Theorem support the validity of the assumption. At each step it is assumed that the user evaluates the utility of proceeding to the next page, Up+1 vs a threshold utility of stopping U.  If 

U>  Up+1 

(for all next pages) then the user stops.  The analogy to Brownian motion is that a user is like a physical particle randomly moving in physical space.  In a random walk in physical space, each location is close to the previous location, but over time the particle can move quite some distance from it’s origin. A user navigating a WWW site moves stochastically through a space of utility values, with each value close to the previous one, but eventually either passes a threshold of high utility (the target information) or a threshold of low utility (the user decides to stop). For this kind of model, the first passage time distribution (the probability distribution for first time at  which a random walk process will pass through an absorbing threshold) is IGD (Seshardri, 1993).
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Figure 8. The observed probability distribution of users as a function of depth of surfing.  The observed data were collected at the Boston University during late 1994 and early 1995.  The fitted inverse Gaussian distribution has a mean of  = 51.19 and l = 3.53.
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Figure 9.  The frequency distribution of surfing depths plotted on log-log scales.  Data collected from Georgia Institute of Technology, August 1994.

The Huberman et al. (1998) analysis suggests that the stochastic models of navigating by information scent developed above should include a “stop” state in addition to one or more target states, with every other non-target state connected to the stop state, as in Figure 10. A fixed information scent score, U, is assigned to the links connecting the non-target states to the stop state.  All previously determined scent scores, Ui,  for other links among states are reset to zero if Ui ( U.  This has the effect of capturing the decision to choose to stop rather than follow links that are below the threshold utility for stopping.  The resulting modified matrix of scent scores enters into the calculation of the probability of transition matrix P based on the RUM of choice described above.  In effect, there will now be two kinds of absorbing states:  the target state(s) and the stop state. 
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Figure 10. The state-space graph of Figure 6 redrawn to include an explicit  absorbing stop state that can be reached from any other state.

Figure 11 shows the prediction of surfing path lengths for a WWW site for children’s items.
  A crawl of the WWW site was performed and information scent computations (using a TF.IDF technique) were performed using the task “find teddy bears.”  A stop state was included in the transition matrix and a fixed threshold scent score was associated with transitions to the stop state.  Figure 11 shows the predicted rate at which users will either find the target state or give up.  The distribution in Figure 11 is characteristically linear in log-log coordinates, which fits with the theoretical and empirical analysis of Huberman et al. (1998).
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Figure 11. The probability distribution of surfing depths for a WWW site selling children’s items as predicted by a stochastic model for the task “teddy bear”.


General Discussion

A single transition probability network can be constructed for an information foraging task that includes the absorbing target states and the absorbing stop state.  By simulating the flow of users through a state-space such as Figure 10 one can get the rate of arrival at the any of the target states (or any other page) as in Figure 7, the overall visitation (e.g., page hit) rates, and how many steps users will navigate (stickiness).  WWW site providers are typically interested in simultaneously maximizing each of these characteristics of their sites.  Stochastic models such as the ones presented here provide the basis for making such predictions and for exploring the space of possible designs in search of the best trade-offs of user success, page visits, and WWW site stickiness.  Steps to developing such predictive systems have been explored by Chi et al.  (Chi et al., 2001; Chi et al., 2000).


The purpose of this paper as not been to provide a definitive, fully validated theory, but rather to draw together a coherent well-founded theory that provides opportunities for the development of successful usability techniques and further empirical and theoretical work.  There are many questions regarding the underlying assumptions of the models.  For instance, the RUM choice rule in Equations 5 and 6 assumes independent identically distributed distributed error terms, and it also assumes independence from irrelevant alternatives.  There is considerable evidence suggesting that these are generally true, but not always.  There are a number of parameters in the models that require research.  For instance, the scaling parameters on the choice probabilities in Equations 5 and 6 and the threshold values for stopping need more empirical study over tasks.  Furthermore, there is a great deal of research on statistical measurement techniques for studying RUMs that need to be investigated in the context of these stochastic information scent models.

The state-spaces used to illustrate the stochastic modeling approach all involved a very simple strategy that can best be described as hill-climbing with no memory.  That is, users were assumed to follow the paths of highest utility with no memory of where they have been or any strategic plans or subgoals.  This kind of memoryless model may be a good first approximation, as suggested by information-theoretic analyses of user path data (Pirolli & Pitkow, 1999).  Expert users do, however, exhibit domain-specific search and navigation plans (Bhavnani, 2002).  One way to incorporate alternate forging strategies into the stochastic models presented here would be to generate and combine multiple state-space models corresponding to multiple strategies.  This is similar to techniques used in student models in intelligent tutoring systems (Corbett, Anderson, & O'Brien, 1995).  Pirolli and Wilson (1998) presented a measurement approach designed to deal with multiple strategies.

A recent book by Gigerenzer (2000) discusses the interdisciplinary trajectory of stochastic models from astronomy to psychology to statistical mechanics.  Adolphe Quetelet (1796 – 1874) was a Belgian mathematician and astronomer at a time when the normal distribution was used to handle observational errors around the true position of a star.  Quetelet had the insight that such reasoning could be applied to human affairs, with an ideal average person (l’homme moyen) and actual persons normally distributed about the average.  Ludwig Boltzman and James Clerk Maxwell transformed Quetelet’s theory of collectives of people into a theory of collectives of gas particles—statistical mechanics.  In this paper, the journey continues by taking models largely developed for statistical mechanics and applying them to the realm of collectives of users foraging for information.

Appendix

Alternate Methods Based on the Analysis of Absorbing Markov Chains

Absorption Rates

The analysis of absorbing chains in Markov models provides another method for computing absorption rates and visit rates..  First, one rearranges the transition matrix P into a standard form

[image: image26.emf]P= 

A

0

R

Q

P= 

A

0

R

Q

,
(A.1)

where A, R, and Q are  submatrices of P.  Matrix A contains all the absorbing state-to-state transitions, R contains transitions from transient states to absorbing states, and Q contains all transient –to-transient state transitions (0 is the submatrix containing no transitions from the absorbing states to other states).    Using the matrix P defined in Equation 11, if we let Page-3 be represented by the first row and column of P, and let the Home-page be represented by the fourth row and column (basically swapping the two states), we would get the rearranged version of P:
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The probability of entering an absorbing state is
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so another method of calculating the rate at which users would reach a target absorbing state would be,
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where Y has rows j corresponding to the transient states and each column t contains the probability of transitioning to the absorbing state on step t after having started in state i. So, the cumulative probability of hitting the absorbing state from state i is
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State Visits

Another way of calculating number of visits is based on the analysis of absorbing chains and the representation in Equation A.2. The long-term number of transitions spent in transient states (i.e., the delay spent in transient states prior to absorption) is given by the fundamental matrix:

M = (I – Q)-1,
(A.6)

where I is the appropriate identity matrix and the exponent –1 indicates matrix inversion.  For our example this is,


[image: image31.wmf]I

Q

-

(

)

1

-

2.632

1

2.632

0.763

0.32

0.32

2.632

2.613

4.244

0.763

0.836

0.836

2.632

1.613

4.244

0.763

0.516

0.516

2.632

1.613

4.244

1.763

0.516

0.516

2.632

1.613

4.244

0.763

1.516

0.516

2.632

1.613

4.244

0.763

0.516

1.516

æ

ç

ç

ç

ç

ç

ç

è

ö

÷

÷

÷

÷

÷

÷

ø

=


For each column i, each row j contains the number expected number of steps that the state j will be visited if the system starts in state i.  So, for our hypothetical example, if a user started on the Home-Page we could read down column 3 and read off the number of visits: 

Page-1 = 2.632

Page-2 = 1.613

Home-page = 4.244

Page-4 = 0.763

Page-5 = 0.516

Page-6 = 0.516

The fundamental matrix M provides a way of predicting page hits on the WWW.  Note that these values are only marginally larger that the ones computed by summation over rows of  X.
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� This is similar to Furnas’� ADDIN EN.CITE <EndNote><Cite ExcludeAuth="1"><Author>Furnas</Author><Year>1997</Year><RecNum>873</RecNum><MDL><REFERENCE_TYPE>3</REFERENCE_TYPE><AUTHORS><AUTHOR>G.W. Furnas</AUTHOR></AUTHORS><YEAR>1997</YEAR><TITLE>Effective view navigation</TITLE><SECONDARY_TITLE>Human Factors in Computing Systems, CHI &apos;97</SECONDARY_TITLE><PLACE_PUBLISHED>Atlanta, GA</PLACE_PUBLISHED><PUBLISHER>Association for Computing Machinery</PUBLISHER><PAGES>367-374</PAGES></MDL></Cite></EndNote>�(1997)� analysis of view navigation that is based on the relation between locally available residue that provides cues about distal information content.


� Marketed by Inxight Inc. as the Star Tree


� Note that this differs slightly from memory-oriented models of spreading activation, where levels of activation determine retrieval speeds and probabilities.  Here, the notion is that activation provides an indication of the likelihood of unobserved features given features that are observed, which is congruent with Anderson’s � ADDIN EN.CITE <EndNote><Cite ExcludeAuth="1"><Author>Anderson</Author><Year>1990</Year><RecNum>273</RecNum><MDL><REFERENCE_TYPE>1</REFERENCE_TYPE><AUTHORS><AUTHOR>J.R. Anderson</AUTHOR></AUTHORS><YEAR>1990</YEAR><TITLE>The adaptive character of thought</TITLE><PLACE_PUBLISHED>Hillsdale, NJ</PLACE_PUBLISHED><PUBLISHER>Lawrence Erlbaum Associates</PUBLISHER></MDL></Cite></EndNote>�(1990)� theory of categorization.


� This is also the assumption in ACT-R � ADDIN EN.CITE <EndNote><Cite><Author>Anderson</Author><Year>2000</Year><RecNum>918</RecNum><MDL><REFERENCE_TYPE>1</REFERENCE_TYPE><AUTHORS><AUTHOR>J.R. Anderson</AUTHOR><AUTHOR>C. Lebiere</AUTHOR></AUTHORS><YEAR>2000</YEAR><TITLE>The atomic components of thought</TITLE><PLACE_PUBLISHED>Mahwah, NJ</PLACE_PUBLISHED><PUBLISHER>Lawrence Erlbaum Associates</PUBLISHER></MDL></Cite></EndNote>�(Anderson & Lebiere, 2000)�.


� Note that in both Information Foraging Theory � ADDIN EN.CITE <EndNote><Cite><Author>Pirolli</Author><Year>1999</Year><RecNum>942</RecNum><MDL><REFERENCE_TYPE>0</REFERENCE_TYPE><AUTHORS><AUTHOR>P. Pirolli</AUTHOR><AUTHOR>S.K. Card</AUTHOR></AUTHORS><YEAR>1999</YEAR><TITLE>Information foraging</TITLE><SECONDARY_TITLE>Psychological Review</SECONDARY_TITLE><VOLUME>106</VOLUME><PAGES>643-675</PAGES></MDL></Cite></EndNote>�(Pirolli & Card, 1999)� and ACT-R � ADDIN EN.CITE <EndNote><Cite><Author>Anderson</Author><Year>2000</Year><RecNum>918</RecNum><MDL><REFERENCE_TYPE>1</REFERENCE_TYPE><AUTHORS><AUTHOR>J.R. Anderson</AUTHOR><AUTHOR>C. Lebiere</AUTHOR></AUTHORS><YEAR>2000</YEAR><TITLE>The atomic components of thought</TITLE><PLACE_PUBLISHED>Mahwah, NJ</PLACE_PUBLISHED><PUBLISHER>Lawrence Erlbaum Associates</PUBLISHER></MDL></Cite></EndNote>�(Anderson & Lebiere, 2000)� this equation was specified as a Boltzman equation with the substitution of 1/T for  (, where T is the “temperature” of the system.


� Thanks to Ed Chi for providing these data.
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