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1. INTRODUCTION  

A recent cognitive task analysis of intelligence analysis (Pirolli et al., 2004) suggests 

that the analytic process is organized into two interacting major loops of activities: (1) an 

information foraging loop that involves processes aimed at seeking information, searching 

and filtering it, and reading and extracting evidentiary interpretations and (2) a sense 

making loop (Russell et al., 1993) that involves the development of hypotheses and 

representations that fit the evidence. This fits a prescriptive view of intelligence analysis 

that is similar to the idealized practice of science (Kent, 1949), and the problems facing the 

typical intelligence analyst have much in common with those facing the typical scientist.  

Typically, the main problem for the process of information foraging is that there are far 

more data than can be attended to, given the limitations of time and resources. Typically, 

the main problem for the process of sense making is insuring that a full space of 

alternative hypotheses has been generated and the alternatives have been tested against 

the data in an unbiased and methodical fashion (e.g., by adopting a falsificationist 

methodology and attempting to disconfirm hypotheses). Each of these kinds of problems 

could be addressed by cooperation or collaboration. Greater amounts of the available 

information can be foraged if one increases the number of analysts looking at it, assuming 

that each looks at slightly different subsets of the data. More hypotheses and greater 

corrective criticism of reasoning would come from having more analysts exchanging their 

reasoning, assuming some diversity of backgrounds, biases, viewpoints, etc. Indeed, 

anthropological studies (Sandstrom, 2001) of scientific fields suggest that communities 

self-organize to form cooperative “informal colleges” of scholars each of whom looks at 

slightly different phenomena from a slightly different perspective. Unfortunately, one of the 

recent criticisms of the intelligence analyst community is that it lacks the technology (and 

culture) required to support such cooperation and collaboration (National Commission on 

Terrorist Attacks Upon the United States, 2004). The purpose of this paper is present an 

evaluation of a system called CACHE1 designed to support collaborative intelligence 

analysis. The experiment reported in this paper focuses on evaluations of how teams of 

analysts using CACHE compare to individual analysts using CACHE in terms of 

information foraging effectiveness and reasoning biases. The experiment focuses 

specifically on effects on confirmation bias and anchoring because they are considered 

such significant problems in the evaluation of evidence in the intelligence community 

(Heuer, 1999). 

                                            
1 CACHE stands for Collaborative Analysis of Competing Hypotheses Environment. 
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1.1. Background 

Since the early 1970s a great deal of research in social and cognitive psychology has 

demonstrated that human judgment in decision-making deviates from what is considered 

normative rationality. Individuals exhibit systematic cognitive biases (Tversky & 

Kahneman, 1974). Confirmation bias is particularly problematic in intelligence analysis 

(Heuer, 1999). Confirmation Bias is the tendency a decision maker to look for (and give 

more weighting to) confirmatory evidence, dismiss (and weight less) disconfirming 

evidence, and use neutral or ambiguous evidence as confirmatory (Kahneman, Slovic, and 

Tversky, 1982). Related to confirmation bias is the anchoring effect, which is the 

insufficient adjustment of the confidence in an initial hypothesis after receiving new 

evidence that is inconsistent with this initial hypothesis (Tolcott et al., 1989; Cheickes et 

al., 2004). 

Heuer (1999) proposed a simple methodology called the Analysis of Competing 

Hypotheses (ACH) to aid individual intelligence analysis, and a simple computer tool 

(Figure 1) has been developed to support this method. ACH consists of the following 

steps. 

1. Identify possible hypotheses 

2. Make a list of significant evidence for/against 

3. Prepare a Hypothesis X Evidence matrix 

4. Refine matrix.  Delete evidence and arguments that have no diagnosticity 

5. Draw tentative conclusions about relative likelihoods.  Try to disprove hypotheses 

6. Analyze sensitivity to critical evidential items 

7. Report conclusions. 

8. Identify milestones for future observations 

ACH requires that one develop a full set of alternative possibilities (hypotheses). For each 

item of evidence, it requires an analyst to evaluate whether the evidence is consistent or 

inconsistent with each hypothesis. Only the inconsistent evidence is counted when 

calculating a score for each hypothesis. The most probable hypothesis is the one with the 

least evidence against it, not the one with the most evidence for it. This is because ACH 

seeks to refute or eliminate hypotheses, whereas conventional intuitive analysis generally 

seeks to confirm a favored hypothesis. The intent of the ACH tool is to mitigate 

confirmation bias and insure that attention is distributed more evenly across all hypotheses 

and evidence. 
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Figure 1. The ACH0 tool containing an analysis example concerning Iraq. 

Hypotheses are listed in the column headings, evidence is along the rows. The 

entries in the cells of the table indicate consistent and inconsistent relations 

between evidence and hypotheses. 

 

The formation of groups to perform decision making is commonly considered a means 

to accomplishing more thorough processes and less biased outcomes. Consequently, 

“almost every time there is a genuinely important decision to be made in an organization, a 

group is assigned to make it – or at least to counsel and advise the individual who must 

make it” (Hackman and Kaplan, 1974; cited in Nunamaker et al., 1991). In line with the 

commonly held belief that it is useful to have a variety of views represented in a group, 

there is substantial experimental evidence that role diversity or functional diversity among 

group members mitigates bias (Shulz-Hardt et al., 2000) and improves performance 

(Cummings, 2004). However, there is a large literature suggesting that decision making by 

face-to-face groups often exhibits the same or worse biases than individual decision 

making. For instance, there is a tendency for homogeneous face-to-face groups to exhibit 

confirmation bias in their information search more so than individuals (Shulz-Hardt et al., 

2000). This is a specific instance of a more general phenomenon affecting face-to-face 

groups: their members tend to focus attention on items they have in common and often fail 

to pool information that has been uniquely attended to by specific individuals (Stasser and 

Titus, 1985). Research on information pooling in groups has identified several 

interventions at the level of task and medium that can reduce this group bias (see Stasser 

and Titus, 2003 for a review). These interventions include the introduction of expert roles 

(Stewart and Stasser, 1995), the availability of written records (Parks and Cowlin, 1996), 

framing the decision task as a problem to be solved rather than a matter of judgment 
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(Stasser and Stewart, 1992), requiring members to rank order decision alternatives rather 

than choosing the best option (Hollingshead, 1996), and more importantly, introducing the 

technological aid of group support systems (McGrath and Hollingshead, 1994; Dennis, 

1996). Several computer support systems for groups have been found to be effective in 

improving the communication and brainstorming functions of groups, addressing specific 

process losses that affect face-to-face groups (DeSanctis and Gallupe, 1987; Nunamaker 

et al., 1991; Dennis and Gallupe, 1993; see Fjermestad, 2004, for a review). For instance, 

electronic brainstorming systems appear to mitigate biased information search because all 

information is recorded in an external bulletin board and because factors governing civil 

face-to-face interaction are lessened.  

In general, prior research has suggested that the performance of a decision-making 

group is affected by properties of the task (e.g., intellectual vs. judgment task; structured 

vs. unstructured), medium (i.e., face-to-face vs. collaborative system) and group (e.g., 

diversity of pre-group individual biases and group size). The medium can impact the 

amount of group bias (Benbasat and Lim, 2000) and the group outcome, especially when 

a correct answer is missing and response is based on choosing a preferred alternative and 

reaching consensus (i.e., judgment tasks) (Straus and McGrath, 1994). The composition 

of a group can affect its performance and this effect can interact with the medium. 

Heterogeneous group composition introduces in the group the potential for de-biasing 

itself (Shulz-Hardt et al., 2000). Diversity increases the potential of the group to expose 

members to different sources of information, know-how, and feedback (Cummings, 2004). 

However, the costs for translating such group potential into actual group performance 

might depend on the support provided by the medium of interaction. We should also 

consider that the presence of different perspective (e.g., roles) and information across the 

members increases the cost for grounding communication and coordinating (Clark, 1996). 

However, the role that computer tools can play to improve the quality of judgment in group 

decision-making remains largely unexplored (Benbasat and Lim, 2001; Lim and Benbasat, 

1997). 

1.2. Study Goals 

The high-level goal of this experiment is to investigate effects of computer mediated 

collaborative intelligence analysis on amount of evidentiary information considered and the 

mitigation of cognitive bias. In the present study, we manipulate the composition of 

decision making teams in terms of the diversity of biases held by individuals when they 

began an intelligence analysis task. Through experimental manipulation, members of a 

decision-making team could be biased toward the same solution to an analysis problem 

(homogenous group) or to different solutions (heterogeneous group), prior to doing the 

analysis task. We then measure the effects of our manipulations in terms of amount of 

cognitive bias observed in the analysis outcome and the amount of evidentiary information 
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attended (information coverage). Analysis in these groups is compared to individual 

analysts. We are interested in evaluating whether (1) heterogeneous groups of analysts 

produce less cognitive bias than homogeneous groups or individual analysts and (2) if 

CACHE, our collaborative medium, is able to temper the process cost of group interaction 

when comparing the performance of interacting groups with the performance of sets of 

non-interacting individual. 

Our high level goal for this study involves three subgoals:  

1. Investigation of bias in groups: it compares performance across differently 

composed groups: a Heterogeneous Group, in which group members initially 

are each biased toward a different hypothesis, a Homogenous Group, in 

which group members are initially each biased toward a common 

hypothesis, and a Solo, or Nominal Group, Condition in which the (initially 

biased) participants work alone. Our experimental design varies the group 

composition, to assess how task performance supported by CACHE 

changes across group structure. This goal motivates much of our 

experimental design, method, and analyses.  

2. CACHE evaluation: it evaluates CACHE, providing information about how 

participants use CACHE and what CACHE’s strong and weak points were. 

All participants in the experiment used CACHE, allowing us to collect as 

much, broad information as possible about its usability.  Our investigation in 

this regard is exploratory, not hypothesis testing.  

3. Experimental method: it develops and tries out a laboratory method for 

assessing group processes in judgment tasks. An important feature of our 

procedure is that the judgment tasks are completed by each individual group 

member and not by the whole group. This enables comparisons between 

conditions with interacting and nominal groups, at the cost of reducing 

partially the collaborative nature of the task. 

As part of this research, we calibrated material, task procedure, and evaluation metrics 

and we informally report on the method’s successes and weaknesses. 

2. CACHE 

CACHE is the platform used to support collaboration in this study. CACHE builds upon 

the ACH method discussed above. A variation of the earlier ACH0 interface (Figure 1) is at 

the heart of CACHE (Figures 2 & 3). CACHE employs a a simple decision matrix, where 

the rows represent evidence and the columns hypotheses. Each cell of the matrix 

represents the relationship between one piece of evidence and one hypothesis. In the 

particular implementation described here, the cells may take on values of CC (very 

consistent), C (consistent), N (neutral), I (inconsistent) or II (very inconsistent). Internally 

these take on numerical values of:  CC=2, C=1, N/A = 0, I = -1, and II= -2. The use of 
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these values will become clear momentarily. In addition to cell values relating evidence to 

hypotheses, each evidence item (each row in the matrix) may be given a “weight” from 

among: Very-Low (1/6), Low (2/6 low), Medium (3/6), High (4/6), and Very High (5/6).  

CACHE is a client-server system which is used through a standard web browser (i.e., 

Internet Explorer). A given subject (whom we shall always refer to as user “Alpha” here) 

works in collaboration with two other subjects (“Beta” and “Gamma” – Alpha’s “co-

workers”). Alpha may have open some of the following sorts of windows:  

1. A primary decision matrix in which selected evidence is recorded, and in which 

the relation between each piece of evidence and each hypothesis is indicated 

(as above); 

2. One or two windows that enable Alpha to view (but not change) the matrices of 

Alpha’s co-workers (that is, views of Beta and Gamma’s matrices); 

3. A search interface over the evidence that is available to Alpha and which works 

much like Google©s search interface (this evidence may be different for Alpha, 

Beta, and Gamma); 

4. A ticker that, when the experiment is in “collaborate” mode, indicates when 

Alpha’s coworkers select pieces of evidence that Alpha has not used; 

5. A number of evidence viewers, each examining the details of one piece of 

evidence;  

6. A chat window enabling broadcast communications among all subjects and with 

the experimenter. 

Figure 2 shows  schematically a screen with three linked windows.  For collaborating 

users, many windows might be open at once, particularly if a user kept partners’ matrices 

open.  Users were instructed to always keep the main matrix, chat, and ticker windows 

open. 
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Figure 2.  Three of the CACHE: the user’s primary decision matrix, the evidence window 
showing interpretations of each piece of evidence, and the ticker window which reports 
system events and reports every time a partner posts evidence to their matrix not in the 
user’s own matrix.  

  

On the server side a state machine drives CACHE through the phases of the 

experiment. In each phase three subjects in an analysis team can see certain types of 

evidence, and have certain available operations. For example, in the middle phases, each 

subject in a homogeneous group has access to similar evidence, whereas the three 

subjects in a heterogeneous group see  have access to different evidence.. Similarly, at 

the beginning of each phase the subjects must work alone. (I.e., they cannot open viewers 

into one another©s matrices, and the ticker does not report the actions of one©s coworkers.) 

In the latter part of each phase, the ticker is activated, and users can view one another’s 

matrices. (In fact, they are told to do so.) 

Each matrix in the experiment had the same three hypotheses (referred to here as 

“Friction”,  “Overraming”, “Suicide”, described in detail below). Only the evidence for or 

against these hypotheses can be changed. When a user choose to add a piece of 

evidence to a matrix, s/he could then (and usually should) set the weight of that evidence, 

and the values of the cells between that piece of evidence and each of the three 

hypotheses to indicate the level of support that the new piece of evidence gives to each 

hypothesis. At the bottom of the matrix (see Figures 2&3) the user can also set his or her 

subjective certainty in each of the three hypotheses, represented in terms of integer 

percentages which sum to 100. Each time settings of this sort are completed, two 

important actions take place automatically: First, the matrix interface calculates the 

objective level of support for each hypothesis. This is simply the sum of the cell support 

values (-2 to +2) times the weight of each piece of evidence (1/6 to 5/6). This, then is 

normalized to 1.0 over all three hypotheses and the score displayed at the bottom of the 

matrix (see Figure 2). 

The second thing that happens is that if the subjects are in a collaborative phase 

(where they can see one another©s matrices, and where the ticker is running), the ticker 

reports to each user what his or her coworkers have changed in their matrix. Specifically, it 

reports when a coworker has added evidence, deleted evidence, and when cell settings of 

evidence that both subjects share are different (called here “inconsistency”). 

The ticker offers the ability for the user to examine the evidence noted in the ticker 

entry. For example (again from Alpha’s point of view), if the ticker reports that Beta has 

added a piece of evidence that Alpha simply does not have access to it currently, Alpha 

can examine that evidence by clicking the link in the ticker window (or in the view window 

onto Beta’s matrix). Once Alpha has done this through any means available, that evidence 

is now available to Alpha as well, even if it was not previously available according to the 

order of operation of the experimental phases. This is one way that collaboration makes 
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new knowledge available: Once a co-worker has used some piece of evidence, a user 

(e.g., Alpha) is given the opportunity to use it as well, even if the user did not previously 

have access to it.  

Every operation carried out either by the user or by the server (e.g., moving through 

the phases, some of which are timed) is logged. These logs provide data for .Summary of 

Hypotheses  

In this CACHE study we experimentally manipulated cognitive bias in individual 

subjects, and manipulated the mixture of biased individuals forming analyst teams 

(groups). Our measurements focus on the detection of differences in information gathering 

(information coverage) and detection of changes in cognitive biases. The main focus of 

our analysis was on the effects of working collaboratively in a group (as opposed to 

working solo) and the effects of working in groups with different mixtures of individual 

biases.  We hypothesized that 

·  Heterogeneous groups would show less judgment bias than Homogeneous 

groups.  Because CACHE supports sharing information among participants, the 

differing views in the heterogenous groups should mitigate cognitive biases and  

facilitate exposure to greater amounts of evidence (greater information 

coverage) relative to homogenous groups. 

·  Heterogeneous groups would show no net process loss relative to the Solo 

analysts.  We expect that CACHE, the collaborative medium, will mitigate the 

process costs of group interaction. 

 

 

3. EXPERIMENTAL DESIGN 

These hypotheses were tested with subjects using CACHE to solve an analysis task 

that involved reading through material about the real case of the explosion in one of the  

16-inch gun turrets on the battleship USS Iowa that occurred in April 1989, and assessing 

the relative likelihood of three hypothesized causes of the explosion: 

·  Hypothesis 1: An overram ignited powder. An unqualified rammerman 

inadvertently caused a mechanical rammer to explode powder bags 

·  Hypothesis 2: Friction ignited powder by causing a buildup of static electricity 

inside the gun chamber causing a spark that ignited the powder 

·  Hypothesis 3: Gun captain placed an incendiary device in order to purposely 

kill himself and others. 

Experimental instructions and materials were designed to systematically induce an initial 

belief favoring one of these three hypotheses about the cause of the Iowa explosion. This 

initial bias was induced by assigning roles to individuals. Subsequent manipulation of the 

presentation of evidence about the case was performed to initially reinforce these biases, 
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but by the end of the experiment participants had access to a collection of evidence that 

was carefully balanced to equally support each of the hypotheses. Thus, at the end of the 

experiment the unbiased or the normatively correct judgment would be a balanced 

distribution of belief among the three explanations: all are similarly supported by evidence 

(33%, 33%, 33%). 

 

 

Table 1. Distribution of participants across Initial Belief and Group Condition. 

Group Condition /      
Initial Belief 

Nominal    
Group 

Homogeneous 
Group 

Heterogeneous 
Group 

Total 

Hypothesis 1 
(bias)  1 group (3 SS) 1 group (3 SS) 1 group (3 SS) 

3 groups (9 SS) 

Hypothesis 2 
(bias) 1 group (3 SS) 1 group (3 SS) 1 group (3 SS) 

3 groups (9 SS) 

Hypothesis 3 
(bias) 1 group (3 SS) 1 group (3 SS) 1 group (3 SS) 3 groups (9 SS) 

Total 3 groups (9 SS) 3 groups (9 SS) 3 groups (9 SS) 9 groups (27 
SS) 

 

 

The initial bias toward one of the hypothesis served as a baseline, from which belief 

change and final belief could be assessed. As shown by prior research on judgment bias, 

people frequently overweigh prior belief, over-anchor on initial judgments, and focus on 

confirming rather than disconfirming evidence (Tversky and Kahneman, 1974). Our goal 

was to determine if our manipulations of collaborative analysis mitigated these biases and 

improved information coverage. 

The independent variables in this experiment were:  

a. Group Condition. This was a between-subject factor with three levels: 

Homogeneous Group, Heterogeneous Group, Solo Group. Each group was 

composed of three individuals, interacting (Heterogeneous and Homogeneous) 

or working alone (Solo).  

b. Initial Belief. This was a between-subjects factor, used for counterbalancing. It 

was orthogonal to Condition: In each condition a third of the participants had 

each of the three values of Initial Belief.  In the Homogeneous Condition, 

individuals in the same group all had the same Initial Belief, with belief changing 

between groups.  In the Heterogeneous condition, individuals in the same group 

each had a different initial belief.  In the Solo Group individuals did not interact 

so variation of Initial Belief may equivalently be thought of as within or between 
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group. For our labeling purposes we grouped three individuals with the same 

Initial Belief into the same Solo Group. The distribution of participants across 

Condition and Initial Belief is shown in Table 1.   

c. Block. This was a within-subject factor, Evidence was presented in four blocks 

and blocking is described in the Method section.  

The dependent variables in this experiment were Bias and Information Coverage. We 

measured bias (or debiasing process) in several, increasingly fine-grained ways.   

1. We directly assessed the final beliefs. This provided the simplest, most direct 

measure of bias.  Final beliefs could be compared both across conditions and to a 

normative distribution of belief.  If participants in all conditions were similarly biased 

initially, then differences in final belief would reflect different debiasing processes 

among conditions.  

2. We measured the change in belief (degree of debiasing) from the belief expressed 

at the end of the initial bias-inducing procedure to the final belief expressed at the 

end of the entire judgment task. This measured, individual by individual, the degree 

(and direction) of belief change. We also considered belief at intermediate points. 

These first two types of measures provided a “bottom line” of bias, from all 

contributing processes.  They incorporated effects of any anchoring bias from the 

process of forming and “committing to” an estimated value for initial belief, or any 

confirmatory bias in how later evidence was selectively consulted and incorporated, 

and of any other biasing processes.  

3. We separated the underlying judgment processes that contributed to bias.  Of 

particular interest, we assessed how evidence was used and the distribution of 

evidence use between confirming and disconfirming evidence, and across evidence 

relevant to each of the three hypotheses.  We looked at measures reflecting how 

information was weighted and integrated in reaching judgment and at what 

information participants read. This third, process-oriented measure provided 

information about whether and when confirmation bias guided the selection or use 

of evidence. The information coverage of individuals and groups was calculated on 

the basis of these results. 

 

These three measures provided information about judgment bias due to over-reliance 

on initial beliefs and provide ways to assess the anchoring effect and confirmation bias 

discussed above. 
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4. METHOD 

4.1. Participants 

The participants were recruited among graduate and undergraduate students at 

Stanford and PARC in the summer 2005. Thirty-three students participated in the 

experiment and were assigned to 3-member same-gender groups (11 groups). 2 of the 11 

groups were excluded from the final data analysis because of irregularities in the 

procedure or technical problems. The final experiment sample comprises 27 participants 

(9 groups). About 2/3 (17/27) of the participants were males and 1/3 (10/27) were females, 

the average age was 25.2; only two participants were older than 40 years.  

4.2. Setting 

The three members of each group were seated at workstations located in separate 

rooms. They could not see each other and were able to talk to the experimenter through a 

chat tool. The members of interacting groups could also share information with their 

partners using the chat tool and the collaborative components of CACHE. Participants in 

the same group were trained together, and thus had slight familiarity with one another. 
 

4.3. Apparatus 

 

Each participant completed the task using the CACHE system and the chat tool 

(Figures 2 & 3). The CACHE system comprises a suite of tools supporting collaborative 

decision-making (1). The tools supporting the analysis of each user are the ACH matrix, 

search page, and read/interpret page. The ACH matrix provides a table-oriented 

workspace for performing decisions using a structured method for analysis - the Analysis 

of Competing Hypotheses (ACH) method. CACHE also includes tools supporting 

collaborative analysis: the ticker, which ireports on differences in the evidence included by 

the teammates in their matrices, and two read-only views of the entire partners’ matrices. 

The chat tool, paired with the CACHE system, enabled synchronous communication and 

coordination about the task.  
 

The participants used the Analysis of Competing Hypotheses (ACH) method for 

performing their analysis task. This method was developed by the intelligence community 

for structuring the analysis process and enhancing the quality of decisions about complex 

decision-making tasks (Heuer, 1999).  It helps the decision-maker to assess if (and how 

strongly) the available evidence supports or refutes the hypotheses that are inherent in 

                                            
1 CACHE includes other collaborative features that were not used for this experiment. 
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arguments. To apply this method, each participant was provided with a set of alternative 

hypotheses and a large body of evidence.  They were asked to evaluate whether and how 

strongly multiple evidence items were consistent or inconsistent with each hypothesis. 

Two general rules were emphasized: (1) analyze all the evidence with respect to all the 

hypotheses, and (2) emphasize disconfirming evidence. These drive the overall process 

and are critical to determining the relative likelihood of the competing hypotheses (Cheikes 

et al., 2004).  
 

Alpha’s ACH matrixSearch Read & Interpret

+
TickerBeta’s matrix Gamma’s matrix

� 
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Alpha’s CACHE workspace

Chat tool

Alpha’s ACH matrixSearch Read & Interpret

+
TickerBeta’s matrix Gamma’s matrix

� 
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� 
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� � � � �
 � � � �
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 � � �� 


Alpha’s CACHE workspace

Chat tool

 
Figure 3. CACHE Workspace for one team member (Alpha): Search, ACH matrix, and 
Read & Interpret page for individual analysis (bottom); read-only views of partners’ 
matrices, Ticker, and Chat tool for team coordination (top). 

4.4. Task  

The experimental task was to analyze the Iowa Explosion investigation case: assess 

the relative likelihood of three hypothesized causes of the explosion on the battleship USS 

Iowa in April 1989. The participants were asked to analyze the hypotheses and four 

batches of evidence using the ACH method and the CACHE system. The case includes 

three hypotheses and 80 pieces of evidence, 45 positive items supporting one of the 

hyptotheses, 15 negative items disconfirming an hypothesis, and 20 neutral fillers. The 

evidence items come from a variety of sources, e.g., results and opinions provided by 

government investigators, independent testing organizations, and subject-matter experts 

engaged as consultants.  

The Iowa Explosion case had been used as the principal exercise for practicing the 

ACH method in Jones (1998, pp. 209-216) and was adopted by Cheikes et al. (2004) to 
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study confirmation bias in individual analysts. In  adapting the prior task materials (Cheikes 

et al., 2004) to the collaborative context three main changes were made: the use of a 

greater number of evidence items, the use of interpretations in combination with each 

evidence item, and the use of professional roles that favored specific sources of evidence. 

Roles were assigned to group members consistently with the other information 

manipulations  in order to induce bias. The amount of positive (supportive) vs. negative 

(disconfirming) evidence items and tagged vs. untagged (with the source name) evidence 

items were balanced across the three alternative hypotheses.  

We used 80 pieces of evidence and 80 interpretations. The analysis of evidence items 

and hypotheses was conducted in 4 blocks. In each block the decision-makers had access 

to 20 new evidence items and 20 new interpretations. Each evidence item was 1 or 2 

paragraphs in length and was summarized by a 1-sentence interpretation. It was assumed 

that each interpretation had been entered by an analyst, who had read the evidence item 

before. The  interpretations were designed to show whether the corresponding item 

supported, opposed, or neither supported or opposed one of the hypotheses. The 

evidence covered various topics (e.g., mechanics, electronics, and psychological 

diagnoses) and contained conflicting expert testimony connected to different sources of 

evidence (Navy experts, Sandia labs, FBI experts), as is typical of complex analysis tasks 

(law enforcement investigations, intelligence analysis, emergency management, and 

financial analyses).  

Overall, the analysis of the Iowa Explosion case is a structured decision-making task 

(the ACH method) conducted with the support of CACHE (see Nunamaker et al. (1991) for 

the benefits of using structured tasks in computer-supported groups). The content and 

type of information available to each decision-maker was controlled by the experimenter. 

The key parameters that were controlled include number of evidence items and 

interpretations supporting/opposing each hypothesis, type of evidence item (i.e., positive 

vs. negative, tagged vs. untagged) and source of evidence (Navy, Sandia, FBI). Aspects 

of the information that were actively manipulated by the experimenter in order to induce 

bias were:  

·  The professional roles of analyst (Navy, Sandia, or FBI expert) favoring one of 

the sources of evidence  

·  The ordering of evidence supporting the three hypotheses within a block (block 

1);  

·  Relative proportion of evidence supporting the three hypotheses within a block 

(block 2);  

·  Independently rated relevance of evidence supporting the three hypotheses 

within a block (blocks 1-4); 
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4.5. Procedure  

During the first portion of the experiment the participants signed the informed consent 

form and received training and background information. They were trained, as a group, on 

the ACH method and the CACHE tool, and were given the opportunity to practice with both 

the method and tool. The training lasted about 35 minutes. After a short break, they sat at 

workstations located in separate rooms. They were given the instructions about the task 

and the role and background information about the Iowa Explosion case. After they had 

read the background information they started the analysis task.  

The task was organized so that the analysis of the case was decomposed into four 

blocks. During each block each participant received through CACHE a block of 

interpretations and evidence items. S/he was instructed to search, read and make sense 

of the evidence; and to  add to their ACH matrix in CACHE the evidence items considered 

relevant.  For evidence items entered in the matrix, s/heindicated within the matrix the 

degree each evidence item supported, or conflicted with each of the hypotheses; indicated 

the importance of that piece of evidence, and indicated at the bottom of the matrix the 

overall level of confidence in each hypothesis at the end of each block.  CACHE also 

generated and displayed at the bottom of the matrix a linear strength-of-evidence measure 

derived from the user’s entries.  

During the first block all the participants worked alone. Then, for each of the remaining 

three blocks the members of interacting (Homogeneous and Heterogeneous) groups 

collaborated remotely with their partners in addition to performing their individual analysis 

in CACHE. At the beginning of each block they worked individually for five minutes, before 

interacting with their team members.  In contrast, the members of Solo (nominal) groups 

worked individually for the entire duration of the task. The analysis of the case lasted 

about 1 hour and half. At the end, the participants were administered a questionnaire and 

a short interview. 

5. RESULTS 

5.1. EFFECTS OF GROUP CONDITION ON BIAS 

This results section reports on a) the existence of bias, b) effects of condition on 

overcoming biases from over-reliance on initial beliefs, and c) what we have learned about 

the judgment process in this task.  We have three main measures: 1) Final matrices, 2) 

Degree of Belief entered by users into their matrices at the end of each block, and 3) the 

computer logs preserving user interactions with CACHE. 

Our design was to collect a very large number of measures. However, we have missing 

data on several measures, which influences the strength of conclusions we can draw.  We 

have complete data, for each user, on the Final Matrix. For the Degree of Belief recorded 
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at the end of each block, we are missing 1 user’s data from Block 1, 2 users from Block 2, 

and 4 users from Block 3.  We have Cache-logs for all three Homogeneous groups, 2 of 3 

Heterogeneous groups, and 2 individual solo users.    

Many of the analyses concern bias. Call the hypothesis towards which a particular user 

was initially directed, the Preferred Hypothesis.  Several measures can reflect bias, which 

can in turn be tested for interaction with Condition.  The bias measures we use are:  

a)  Response to the preferred hypothesis, such as degree of belief in the Preferred 

Hypothesis; call this the direct measure  

b)  An interaction effect between Initial Bias (between users) and response 

hypothesis (within user, e.g. judged importance of evidence supporting each of 

the three hypotheses). Belief in the three response hypotheses should be higher 

for the hypothesis towards which the user was initially biased, producing the 

intereaction. 

c)  A derived difference measure.   

To derive the difference measure, subtract the average response to the Alternative 

Hypotheses from the response to the Preferred Hypothesis,.  Values greater than zero 

indicate bias. Effects of condition can be measured as main effects (e.g. a main effect of 

condition on degree of belief in the Preferred Hypothesis), as interaction with a difference 

score, or as a three-way interaction , Condition and Initial Bias (between-subject factors) 

with the within-subject variable distinquishing the responses to the three hypotheses.  

5.1.1. Initial Bias 

 To assess effects of condition on overcoming bias, we had to be able to produce 

controlled initial biases in all conditions.  We used two dependent variables to assess the 

existence and nature of bias at the end of Block1.  First, we predicted that the degree of 

belief in an hypothesis would be affected by the bias manipulation, but not condition. 

Recall that through the end of Block 1, there was no difference in the way participants in 

different conditions had been treated.   The Belief for each hypothesis at the end of Block 

1 are shown in Figure 4. S.  A repeated measures ANOVA shows a strong interaction 

between rated hypothesis and bias manipulation, F(4,34)=8.49, p<.001, but no effects of 

Condition or any of its interactions F<1.   

Second, we used the direct measure, here Belief entered in the matrix for the Preferred 

Hypothesis.  If, averaged across counterbalancing of content, more than a third of users’ 

belief is committed to the preferred hypothesis, then users were successfully biased.  The 

overall % Belief in Preferred hypothesis, and the values for each condition 

(Heterogeneous Condition mean=56, Homogenous Condition=57, Solo=62) all differed 

from an unbiased 33%.  Neither Bias, Condition, nor their interaction had significant effects 

on Belief Preferred at the end of Block 1.  Thus we succeeded in biasing our users, and 

doing so very similarly across conditions. 
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Figure 4. Manipulating bias towards preferred hypothesis does produce greater 
belief in that hypotheses.  No difference among conditions at the end of Block 1. 

5.1.2. Effect of Condition on Bias Change 

 Do users in some conditions reduce bias more than those in other conditions?  In 

particular, has Belief in the Preferred Hypothesis become closer to the normative value of 

1/3 in some conditions more than others?  Descriptively, Figure 5 shows that the initial % 

Belief in Preferred Hypothesis changes over time, with the Solo and Heterogeneous 

Conditions diverging  from the Homogeneous Condition.  Belief in Preferred Hypothesis 

increases from 57% to 72% for the Homogeneous Condition (increasing bias), while it 

decreases in the Heterogeneous and Solo Conditions from roughly 60% to 43%.  

We conducted  ANOVA’s for testing the effect of condition on the  Belief in the 

preferred hypothesis at each of the 4 blocks. Because of our pattern of missing data, this 

approach has much more sensitivity than repeated measures ANOVA or MANOVA. Effect 

of Condition was not significant at Block 1 (F=.13, p=.874) but was significant or marginally 

significant at Block 2 (F=3.8, p=.041), Block 3 (F=2.93, p=.076), and Block 4 (F=3.92, 

p=.034). The reduced significance of the effect of Condition at block 3 may be due to the 

greater  data loss for this block. As a complementary analysis we did a MANOVA on Belief 

at each of  the four blocks with condition as a factor.  Here Condition overall was not 

significant, F(8,32)=1.51, p=.193, nor significant on Block 1 , F(2.18)=..41 13, p=.670.  It 

was, however,  significant or marginally significant on the remaining blocks (Block 2, 

F(2,18)=3.38, p=.057; Block 3, F(2,18)=3.22, p=.064; and Block 4, F(2,18)=3.70, p=.045).  

Recall that more observations are missing in the intermediate blocks (2 in Block 2 and 4 in 

Block3), making these points less reliable. 
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Figure 5. Percent of belief allocated to the preferred hypothesis (matrix hypothesis 
toward which the individual user was biased) at the end of each block.  Standard 
Deviations for Homogeneous and Heterogeneous Conditions.  N = number of users 
with data at each time point. 

 

5.1.3. Processes in Judgment and Bias 

 

 Given the presence of biased judgment and differences among conditions in 

reducing bias, we can begin to separate constituent influences on judgment.   We report 

results loosely ordered from earlier processes, such as inclusion of an item in the matrix, 

to later judgment steps, such as final belief. 

 
A. Final Matrix Data 

 Evidence Counts: Inclusion in the Matrix. Our evidence pool included items with 

disconfirming information, directly undermining support for one hypothesis.  Because 

negative information, whether or not disconfirming a favored hypothesis, may be difficult 

for people to use, we checked the rate of inclusion of positive versus negative evidence.   

Overall, users included 68.5% of the 15 pieces of negative evidence and 69.1% of the 45 

pieces of positive evidence;  neither Condition, Item Positivity, or their interaction were 

significant in a repeated measures ANOVA.  This strikingly similar proportion of negative 

to positive evidence used is of interest in its own right. It suggests that instruction in the 
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ACH method with its emphasis on the value of disconfirming information may have been 

sufficient to overcome biases against use of negative information. 

 
Table 2. Final Matrix Measures with test of Bias and Condition effects 
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 Given the similar inclusion rates of negative and positive evidence and similar total 

amounts of evidence used across conditions, we asked if there was bias in how evidence 

was selected, and whether there were any differences across conditions in this.  

Confirmation bias would be expected to show up as greater inclusion of positive evidence 

supporting the Preferred versus alternative hypotheses.  The effect of bias on negative 

evidence might be more complex.  Bias towards a particular hypothesis might either 

increase attention and inclusion to any evidence relevant to the hypothesis, or discourage 

inclusion of any contradictory evidence.   

We used the interaction term between Initial Bias and Matrix Hypothesis as the 

indicator of bias.  We ran a repeated measure ANOVA with Matrix Hypothesis and  

Positive/Negative evidence type as within-subject factors and Condition and Initial Bias as 

between  subject factors. The main effects of Positive/Negative, F(1,18)=186.9, p<<.001 

reflected the much greater amount of positive evidence. There was a main effect of Matrix 

Hypothesis, F(2,17)=4.813, p=.022, but not of Initial Bias or Condition.  The marginally 

significant interaction of Matrix Hypothesis and Initial Bias, F(4,36)=2.53, p=.057 showed 

some evidence of bias.  In addition, item type (Positive/Negative) interacted with the bias 

indicator,  in the three-way interaction, Positive/Negative X Matrix Hypothesis X Initial 

Bias, F(4,36)=5.79, p=001.  This suggests that Positive and Negative items were biased 

differently and should be assessed separately. Positive items showed a significant bias 

effect (interaction F(4,36)=5.35, p=.002), but no condition or Matrix Hypothesis effect (F’s 

<1.6, p>.2). More positive items were included for the Matrix Hypothesis which matched 

the Initial Bias hypothesis.  No effect of bias on negative or neutral items were found.  In 

summary, while there is some bias in how positive items are selected for inclusion in the 

final matrix,  this does not differ with condition.  Neither amount nor distribution of evidence 

included is significantly affected by Condition; however, on both, the Solo Condition trends 

toward more favorable performance. 

 We also asked whether groups, collectively, covered different amounts of evidence 

in different conditions.  For example, if the three individuals in the heterogeneous condition 

looked for different types of evidence but combined what they found, they might together 

use more diverse evidence and produce broader coverage than three independent 

individuals. For solo, or nominal, groups, we grouped the nine individuals into three groups 

in two ways, putting users with the same bias together and regrouping to put users with 

different biases together.  Average group coverage by the three Heterogeneous Groups 

(mean=63.7/80), three Homogeneous Groups (mean=52/ 80), and six nominal/solo groups 

(three of homogeneous (mean=64.7/80) and 3 of heterogeneous (mean=67/80) members) 

was similar, and quite high. The data suggests a disadvantage of homogeneous members, 

but no advantage of interacting vs nominal group. 
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 Evidence Importance. A second point at which confirmation bias might affect 

judgment is weighting the importance of the evidence which has been included in the 

matrix.  Users’ ratings of evidence importance were converted to a 1-5 importance scale. 

The summed importance ratings of a particular class of evidence might be influenced by 

confirmation bias.  An overall bias to give more importance to evidence relevant to the 

Preferred hypothesis would be expressed as an interaction between Matrix Hypothesis 

and Initial Bias.  This interaction was significant, F(4,36)=3.276, p=.022, in a repeated 

measures ANOVA with Condition and Initial Bias as between- subject factors and Matrix 

Hypothesis within subjects. There was no significant main effect or interaction with 

condition, p’s >.3; main effect of Matrix Hypothesis was significant, F(2,17)=4.159, p=.034. 

The effects of a confirmation bias on positive evidence are clearer, and possibly 

different from the effects on negative evidence.  Therefore, we ran the parallel analysis on 

positive evidence alone.  Here we found a strong, significant bias (Matrix Hypothesis X 

Initial Bias), F(4,36)=12.48, p<.001 and also a significant interaction of this bias with 

Condition (3-way interaction, F(8,36)=2.343, p=.039).  To understand this bias, and 

translate an interaction into a main effect, we also used the difference score: (the summed 

importance of preferred-hypothesis evidence) – (average of summed importance of the 

two alternative-hypothesis evidence).  Table 2 shows this difference score.  An ANOVA on 

the difference score  shows significant condition differences in amount of bias (condition 

F(2,18)=6.00, p=.010; and effect of Initial Bias, F(2,18)=2.42, p=.027). The Heterogeneous 

Condition is significantly less biased than the Homogeneous Condition in summed 

importance of evidence (Post hoc, Tukey HSD, p=.008) 
  

 Evidence Value: Relation of Evidence to Hypotheses. Assigning the relation 

between evidence items and hypotheses is a third point at which confirmation bias might 

affect judgment.  Users responses from CC to II were coded on a 1-5 scale, where 5 was 

highly consistent and 3 was neutral. 

            We analyzed the summed values of evidence in several ways, all evidence 

together, separately for positive evidence, for neutral evidence,  and for the difference 

score on summed value.  Presence of bias would produce significant interaction of Initial 

Bias and Matrix Hypothesis, and several analyses did have this interaction significant.  

However, the pattern of interaction was not  directly that predicted by a confirmation bias.  

Nevertheless, the difference score bias measure did differ  from zero, t(1,26)=2.497, 

p=.019. suggesting some reliable bias. No analysis showed a reliable influence of 

condition. 

 

 Evidence Support: Value * Importance.  We multiplied evidence weights times 

evidence values, to derive an integrated measure of support.  (This is very similar to the 

CACHE generated strength measure for each hypothesis displayed to users at the bottom 
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of their matrix, as shown in Figures 2&3.) To assess overall bias, we again constructed a 

difference score, subtracting the average support for the alternative hypotheses from the 

support for the favored hypothesis.  

Mean support by condition is shown in Table 2.  Though the differential support for the 

biased hypothesis, mean=39, in the Homogeneous Condition is a larger value than the 

differential support, mean=12, in the other conditions, variability is high. We found 

evidence of bias (1-sample t-test compared value to zero, t=3.20, p=.004).  There was no 

significant effect of condition in the one-way ANOVA on the difference measure, 

F(2,26)=1.85, NS, nor was there in any of several ANOVA’s and MANOVAs, testing 

support from all evidence and separately for positive and neutral evidence. (Tests on all 

evidence and positive evidence found the interaction effect indicating bias, as well.) 
 

Beliefs.  Analysis of Belief (Table 2), in the final matrix were presented in the results 

section on bias change, establishing the existence of bias at the end of the experiment 

and the emergence of condition differences. Further, we compared the CACHE-derived 

Strength measure and found condition differences in degree of bias on this measure as 

well (Table 2).  For most but not all users, the ordering of degree of belief across the three 

hypotheses was the same as the ordering derived by linear combination of weight and 

value of evidence.  By and large, the final judgments seem, indeed, to derive from the 

steps of entering and evaluating evidence which we requested users to do.  Degree of 

correspondence between these two metrics is an interesting question for further work. 
 
B. Cache Log 

For 5 groups of users and 2 solo users we had the CACHE-log records of their 

interaction.  This provided additional information about the processes, in particular, the 

number of times a user accesses the full evidence, not just the interpretation, presumably 

in order to read it.   We tallied these as access-to-read.  The 9 Homogeneous condition 

users read 34.7 items on average, compared to 45.5 items averaged by the 6 

Heterogeneous Condition Users. The CACHE-logs also record when users add evidence 

to their matrix; this can’t be less than the number of pieces of evidence in the final matrix, 

though users can delete evidence after adding it.  Homogeneous users averaged 39.2 

items added, compared to Heterogeneous user average of 53.2.  

The pattern of Heterogeneous users adding (and reading) more evidence than the 

Homogeneous users is found here as well.  These data allow us one new comparison: 

between amount read and amount added.  Users add more evidence than they read, in 

both Homogeneous and Heterogeneous conditions.  This is consistent with a ‘breadth first’ 

strategy, of processing a large amount of information superficially, and including unread 

material in the matrix. We had not anticipated  users developing this strategy. 

During Blocks 2 and 3, each user has access to some evidence presented only to his 

or herself.  If another user accesses this information, they must have done so through a 
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collaborative window, either a partner’s matrix or the ticker (and not the user’s own 

evidence pool).  These events are a particularly interesting point of collaboration, and the 

CACHE-log also stores all such Borrow events.  Groups and individuals varied 

enormously.  The two heterogeneous groups had 3 and 53 Borrow events,  with Borrowing 

distributed across users and evidence.  The Homogeneous Groups had 2, 5, and 16 

Borrow events, with the Borrowing in the high use group primarily one user to read and 

reread a small set of evidence.  

 

C. Confidence 

 

Level of confidence in judgment might be a mediating process in debiasing. Shulz-

Hardt et al. (2000) observed that the differences in judgment bias between homogeneous 

and heterogeneous groups could be mediated by the level of confidence within the group. 

Consensus within a group (higher in homogeneous groups) increases the level of 

confidence; this heightened confidence tends to reduce the willingness to engage in 

effortful processing and search for new information 

In our study, we asked the participants to indicate how certain (on a scale from 0 to 8) 

they were about the correctness of their decisions at the end of each block. We tested for 

differences in the level of confidence across the three group conditions and across blocks. 

We expected to observe a higher level of confidence in homogenous groups than in 

heterogeneous groups. This difference was expected to appear after the group members 

were allowed to collaborate with their partners (after block 2): a significant interaction 

between Block and Condition. A repeated measures ANOVA with Group Condition and 

Block (1 and 4) as independent variables shows that Block (1 and 4) had a significant 

effect on the level of certainty (F(1, 24)=6.95, p=.014) but the interaction between Block 

and Condition was not significant. Therefore, the significant difference observed was due 

to Block and not to Group Condition;this does not confirm the findings of Shulz-Hardt et al 

(2000).. Participants in all group conditions tended to gain more confidence as they 

examined a larger quantity of evidence during their analysis of the case. 
 
D. Summary.   

We have shown a) that initially, at the end of Block 1, users are biased as intended, b) 

that initially users in the three grouping conditions are very similarly biased, c) that at the 

end of the experiment the groups differed in their bias, specifically, the bias of the 

homogenous groups was high (and increased) while the biases of the homogenous and 

solo groups were lower (and decreased over exposure to additional evidence). On all 

measures, whether or not significant differences among conditions were found, this pattern 

was found: worst performance in homogeneous groups and similarly better performance in 

the solo and heterogeneous groups. 
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Although the user could simply write in any values for belief, normatively, there are 

several prior activities which should and apparently do contribute to the final belief 

judgment.  Because CACHE and the task encourage and record these activities, we can 

begin to localize the component judgments where bias is most visible and where 

conditions differ most.    

We could reliably detect bias in inclusion of positive evidence in the matrix, in evidence 

importance, in the combination of evidence importance and value, and in the final belief.  

We could reliably detect condition influences on bias in rating the importance of positive 

items and in the final beliefs.   We have not addressed the issue of how much we detect 

the influence of condition where we do because the influence is most potent for the 

processes reflected in these measures, and how much we detect where we do because 

these measures have less noise.  Nevertheless, our findings suggest that the primary way 

in which group structure mediates bias change may be at the point of assessing the 

importance of pieces of evidence, specifically that evidence relevant enough to be 

included in the matrix.  Weighting the importance of evidence to be greater when it 

supports a prior belief can be one expression of a confirmation bias.  In turn, group 

structure may influence confirmation bias through influencing the assessment of evidence 

importance. 

5.2. Usability Questionnaire Ratings & Free Response 

Assessment of  Work Context 

The questionnaire provides information about the task and supporting elements in 

which CACHE was used. The most important result here is the time pressure experienced 

by participants in both group conditions, but not in the solo condition.  Evidence comes 

from both ratings and free response. 

Ratings on the three task-level questions, on time available to perform the task, 

confidence in doing the task, and resemblance to real-world tasks, were assessed in a 

MANOVA, Condition F(6,46)=3.261, p=.009.  This effect was driven by differences in 

ratings of too little or too much time (Condition F(2,26)=8.27, p=.002).  Participants in the 

Solo Condition averaged 3.2 (SD=.83), close to a “3” indicating neither too much nor too 

little time.  This contrasts with the ratings of too little time in the Homogeneous (mean 

=1.9, SD=.78) and the Heterogeneous (mean = 2.1, SD=.60) Conditions.  Participants in 

interacting, versus nominal, groups experienced more time pressure, presumably a result 

of the additional process costs of managing group interaction. 

Support for the greater time pressure experienced by the interacting groups also 

comes from the free response measures. Though none of these open questions 

mentioned the task or experiment, 8 of 18 interacting users commented on time-pressure 

or inadequate time, while none of the 9 Solo users did so. 
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A 6-question MANOVA assessing the ACH method itself and the Chat tool found no 

condition differences (F<1), and ratings were generally positive. We read free responses 

for information about task environment and experiment context.  One frequent comment 

was on insufficient training and practice with CACHE before beginning.   
 
 
Experienced Usability of CACHE 

CACHE was used successfully in this task, as judged by users’ comments and the 

Usability Questionnaire.  In general users were engaged, found the task interesting and 

rated CACHE positively.  For all 35 questions, a rating of 5 marked the positive end of the 

scale.  We analyzed responses in several ways 

We formed six composite measures (using 26 of the 35 questions) on 1) improving 

performance, 2) learnability of components, 3) ease using different components,4) 

usefulness of different components, and 5) helpfulness on different subtasks.  In addition, 

we took an average of these averages to get an overall indicator of usability.  

The overall average of ratings, for all users, was 4 .04 on the 5-point scale, indicating 

general acceptance and experienced usability of CACHE. Descriptively, the Solo 

Condition is slightly more favorable, and the Homogeneous Condition less favorable, on 

many measures.   A one-way ANOVA on the Overall Rating found a marginal effect of 

condition, F(2,24)=3.22, p=.058, but a MANOVA on the six composite measures with 

condition as a factor did not show significance, F(10,42)=1.55, p=.156.   On all six 

composite measures, the confidence interval for each condition’s mean was above 3, the 

neutral midpoint of the scales.   

We selected the 23 questions which focused on CACHE as opposed to the task or 

ACH method, and which were applicable to solo as well as group conditions.  Thus, these 

ratings on these questions can be seen as repeated assessments of CACHE.  A repeated 

measures ANOVA (condition as factor, item type repeated measure, F(2,23)=4.56, 

p=.021) but not the MANOVA (23 dependent variables, Condition as factor, F(44,6)=2.10, 

p=.177, found significant difference between conditions.   

These descriptive and inferential statistics show a broad acceptance of CACHE, 

common across conditions.  
 
Condition Differences and Points for improvement 

In addition to global assessment we wanted to know a) which aspects of CACHE most 

differentiated conditions, and b)  which aspects of CACHE most merited improvement.  

We used a consistent standard to identify condition differences at the item level: p<.05 on 

the item’s univariate comparison calculated as part of the large, 23-response MANOVA 

reported above.  

One item stood out as receiving ratings which were both very low on average and 

which differed across conditions, F(2,23)=5.867, p=.009: usefulness of  the ticker window.  
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Participants in both Solo (means of 2.3) and Homogeneous (mean 2.2) conditions rated 

the ticker window very low, both relative to the Heterogeneous Condition (mean 3.8), and 

in absolute terms.  This was the only item on any aspect of the system which was rated 

under 3.  For participants in the Solo Condition, the ticker only provided information 

redundant with experimenter-provided chat, about progress through the experiment.  

Hence the ticker probably served little function here.  However, the ticker for 

Homogeneous as well as Heterogeneous participants posted messages about partner 

activity, so this use cannot explain the Homogeneous users dislike for the ticker. Further,  

Homogeneous and Heterogenous users rated “value of information from partners” very 

similarly (means of 3.7 and 3.9, respectively).     Users in the Homogeneous Condition 

may feel less urgency about using partner information, and wish not to be interrupted to 

attend to it. 

In addition, conditions differed on rating usefulness of two other components: the 

window for searching and adding interpretatons, and the window for reading the 

underlying evidence and adding interpretations.  The ease of learning the window for 

reading the underlying evidence and adding interpretation was also rated differently across 

conditions.  One global assessment differed between conditions: confidence in using 

CACHE to accomplish the task. On these four measures, Solo users rated favorably and 

Homogenous users less favorably. 
 
Recommendations about CACHE 

Three broad areas emerged as areas for improvement.  Interestingly, none of these 

was directly assessed in the rating questions we had designed.  First,  many users (14/21, 

distributed across conditions) commented about the need for better tools to order or 

manipulate evidence in the matrix.  Users wanted to be able to flexibly reorganize 

evidence, for example, ordering by relevance to one hypothesis, grouping contradictory 

evidence together, and sorting by topic.  Users also found it hard to locate newly added 

evidence in the matrix. On a slightly different point, some users who had added their own 

interpretation of evidence found it confusing to track what evidence was entered under 

what interpretation.  

 Second, ten users asked for improved window management and a reduced number 

of windows.  This was a particular issue for participants in the Heterogeneous Condition (7 

of 9 users), probably because these people were making heaviest use of partner matrices, 

thus increasing the complexity of their window management task.  

Third, users had varied questions and issues about use and coordination of the 

multiple ratings. It is not clear how much of the difficulties expressed would be addressed 

with more extensive training, and how much they reflect unwanted costs from manipulating 

and viewing so many distinct ratings. 

There were three user generated ratings, and all provoked comment.  Seven users 

expressed concerns about the ratings of evidence relevance, particularly lack of clarity in 
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the labels used and in the role of the values entered, and also frequently forgetting to enter 

values because of confusion with the default value (Medium).  Our users commented 

about difficulty using the CC/II ratings of relation between evidence and hypothesis.   One 

user explained that s/he didn’t know when to use NotApplicable versus Inconsistent, 

particularly if a piece of evidence was irrelevant to a hypothesis. 

To our surprise, the only user mentioning Belief ratings, our primary dependent 

variable, questioned their value as “just my gut feeling.”  Other users may have felt 

similarly, because we found that it was quite difficult to get users to update the belief 

values in their matrices when requested to do so. 

On the primary, system-generated measure “support,” four users said it was very 

valuable (3 in the Solo Condition) and five commented about not understanding what it 

meant or how it was derived.  On the system-generated measure of diagnosticity, ten 

users commented negatively on the comprehensibility or  usefulness of the ratings; 

indeed, due to the secondary importance of this information, we had not allocated any 

training time to this.  
 

5.3. How Does CACHE Support Collaborative Judgment  

 
High Volume of Evidence Processed 

CACHE facilitated using large amounts of evidence.  Overall, users incorporated 40 of 

the 80 pieces of evidence in the roughly 70 minutes users had to work with their evidence 

matrices.  This is a large amount of information considered. We did not include a No-

CACHE condition, so we cannot make direct claims about CACHE’s role supporting this 

performance.  However, a cross-study comparison with Pirolli et al (Nov 2005) is 

suggestive.  They tested a related tool, ACH0, which provides a similar evidence matrix 

but requires users to type in evidence and hypotheses themselves.  The studies differ in 

multiple aspects: problems were different, the ACH0 users added their own hypotheses as 

well as evidence, and our users had been introduced to their problem before they began 

work with the evidence matrices. Nevertheless, comparison is informative.  In the ACH0 

study, users had 45 minutes and entered an average of 14 pieces of evidence on one 

problem and took 75 minutes in entering 19 pieces of evidence for a second problem.  

Indeed, based on this study, we designed our task with the intent of giving our users 

substantially more evidence than they could be expected to process.   

This contrast in amount of information entered in the matrix when users do or do not 

have to type in the evidence suggests that allowing users to click-to-add evidence 

produces a dramatic jump in the amount of information considered.  The benefit from 

reduced cost of entering evidence may be particularly important for collaborative work.  In 

our task, evidence had already been set up in an easy-to-enter form.  But in general the 

costs of finding and setting up evidence in an easy-to-use form should only be borne only 
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once.  An individual user should not have to find and format the same information at 

different times, and individuals within a collaborative group should not have to bear the 

cost repeatedly. 
 
Lowering the cost of collaboration: Shared Matrices and Chat 

To realize benefits of collaboration, the costs of group processes and accessing 

information from partners must be low enough that the costs don’t outweigh any potential 

benefits.  The Heterogeneous and Solo conditions were similar in performance.  This 

suggests that the process cost of collaboration was relatively low, and did not outweigh the 

benefits of exposure to mixed opinions.  

 As suggested in prior work, we used computer-mediated communication, as chat-

like tools tend to reduce costs of interaction over face-to-face.  Our group-work innovation 

was ability to view each member’s matrix.  This provides a highly structured, task-based 

representation, the same for each user, which might communicate task-relevant 

information efficiently.  By providing summarized “bottom line” assessment of alternatives, 

it might help identify differences of opinion and hence support debiasing.  In fact, 

conversations in Chat frequently referred to the bottom-line belief or support in a partner’s 

matrix 

CACHE allows participants to read and to add evidence to their own matrix, from a 

partner’s. We did not measure when users are looking at a partner’s matrix, but we have 

one measure of using the partner’s evidence. We have logs of interacting with CACHE for 

two homogeneous and three heterogeneous groups.  These give us information about 

what evidence users read or added.  In Blocks 2 and 3, the users in an interacting group 

each had 10 unique pieces of evidence. Other users could only gain access to these 

pieces of evidence by looking in their partners’ read-only matrices (or the ticker when the 

partner did something with this evidence).  We counted the number of times each user 

read or added one of these pieces of evidence to their own matrix. 

 Accessing this information through the partner varied greatly by group and 

individual.  One heterogeneous triad read evidence available only through their partner 31 

times, added evidence to their own matrix 22 times, and operated on 21 unique pieces of 

evidence.  Interestingly, this group talked very little and late over chat, and had only 4 

turns discussing the problem, all proposing a summary conclusion.  One user in a 

homogeneous group read such evidence 9 times, added 2 pieces to their own matrix, 

touching 6 unique pieces of evidence. Of the remaining 9 users, 5 never accessed 

evidence through their partners’ matrices and the remaining 4 touched 1 or 2 pieces. 

 Two points are of interest. First, group strategies varied dramatically. Second, for 4 

of the 5 groups with records, the primary way CACHE supported interaction was by 

allowing viewing the organized information in a partner’s matrix, rather than accessing 

unique information through the partner. 
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Supporting Use of Negative Evidence. 

 Teaching the ACH method and providing the CACHE tool supported use of 

disconfirmatory evidence. Negative evidence, which provides evidence against an 

hypotheses, is often more difficult to reason with than positive. Users in this experiment 

were equally likely to include evidence designed to disconfirm (68.5% of the 16 items) as 

to confirm (69.1% of the 33 items).  The evidence structure of this problem is complex, and 

a confirmation bias could mean reluctance to include disconfirming, negative information, 

or reluctance to include positive information favoring an alternative hypothesis.  Users 

showed no reluctance to include negative evidence and no [significant] bias for including 

negative evidence for one hypothesis over another.  Apparently, teaching people the ACH 

method and supporting this with CACHE was sufficient to overcome a bias against 

negative evidence. 
 
Rich Tool-kit  

 The CACHE task environment is rich enough for different groups and users to 

discover alternative strategies. Groups varied in how much they used Chat and in how 

much they use partner matrices (to get evidence from).  The group which Chatted least 

pulled evidence from partner matrices the most.  Individuals differed in how they used their 

matrix.  We assumed that users would read evidence, evaluate its relevance, and if 

relevant include in their matrix. Several users, however, included almost everything, and 

then dropped or gave low relevance to unimportant information. This may indeed have 

been a very efficient method for systematically reviewing a large amount of evidence.  

6. DISCUSSION 

6.1. Summary of Findings on Group Process 

This study provided computer support to reduce costs of managing the process of 

collaboration and realize benefits of group diversity.  In particular, we asked whether 

collaboration might improve information coverage and reduce the cognitive bias resulting 

from overweighting of initial belief and undervaluing of later information.   

The task used in our study models a late stage of the analysis of a complex case, 

when three major alternative hypotheses have already been selected and a large body of 

evidence relating to these hypotheses has been identified. The evaluation study 

conducted on the earlier ACH0 interface (Pirolli et al., 2004) had focused on the work done 

by individual analysts at an earlier stage. 

The task in the current study requires a group of analysts to assimilate a substantial 

amount of background information, including an initial position or hypothesis.  This served 

as the prior belief, which users revised in light of new evidence.  CACHE provided users 

both tools supporting the coordination of evidence and hypotheses at the individual level 
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(the ACH matrix), and tools for sharing information at the group level (sharable partner 

matrices, evidence, reports on partner actions). Our central question was whether 

collaborating groups thus supported would do as well as, or even exceed, independent 

individuals in gathering information and reaching an unbiased final judgment.  In particular, 

when group members have different initial beliefs, this might enable mutual debiasing, and 

allow individuals in a heterogeneous group to provide a balanced use of evidence, 

independent of which information they were given first.  We did find a significant effect of 

condition on degree of final bias, even with our small number of groups.  Heterogeneous 

Groups and nominal groups were less biased than the Homogenous Groups.  Interpreting 

this pattern, we suggest that CACHE reduced the overhead of group coordination 

sufficiently to yield no net process cost for the Heterogeneous Group.  Since we did not 

include groups working without CACHE, any causal claims are only suggestive, of course.  

We collected a large amount of information about the judgment process and this 

enables us to begin identifying which particular processes or judgments were most prone 

to bias and where any such bias was most moderated by condition.  In addition to effects 

of condition on bias in the final, user-entered beliefs, we looked for effects on:  

a. Amounts of different types of evidence included in the matrix,  

b. The summed value of degree of consistency or inconsistency of this evidence,  

c. The summed importance of evidence  

d. A support measure integrating the importance of each piece of evidence with its 

confirmatory or disconfirmatory relation to the hypotheses.   

We found significant evidence of bias from initial belief on the amount of evidence 

included in the matrix, particularly positive evidence, on the importance given to this 

evidence, particularly the positive evidence, and on the values relating evidence to 

hypotheses.  This reveals a form of confirmation bias, that is, the tendency of a judge to 

look for (and weighting more) confirmatory evidence (Kahneman, Slovic, and Tversky, 

1982). However, we only found significant effects of condition on the importance given to 

positive evidence.  Thus, the point at which effects of group structure can most reliably be 

measured is on evidence importance.  Individuals in a Heterogeneous Group and those 

working alone (Solo group) did not over-weight evidence supporting their favored 

hypothesis as much as did individuals in a Homogeneous group. Because sensitivity of 

various measures differs and because we had a small number of groups, our conclusions 

are certainly suggestive rather than conclusive.  

 

6.2. Method for Studying Technology Support for Group Process 

Beyond this initial study, we have a promising method for providing detailed information 

about how group process affects cognitive judgments performed under uncertainty.  A key 

feature of our method is creating and measuring initial bias at an individual level, so 
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debiasing can be measured relatively precisely.  A second feature is measuring belief at 

several points in time. A third feature is use of a problem where the normative answer is 

roughly equal credibility for each hypothesis.  We believe this makes it easier to measure 

bias in final judgments than would use of an unambiguous problem where the weight of 

the evidence strongly favored one possibility.  Since we are concerned with measuring 

effects of condition on bias, we need a large, controllable bias to work with.  A fourth 

feature is the effort to differentiate users in terms of role, as well as initial degree of 

commitment to one or another hypothesis.  We hoped to simulate in the lab a 

characteristic of most work-based teams: individuals have complementary roles, 

contributing different information and skills. A fifth, unexpected feature is the mix of 

constraint and openness in this task.  The combination of  tool-plus-task is constrained 

enough to give controlled and comparable measures but also rich enough to provoke a 

variety of unanticipated solution strategies.  A sixth characteristic is requiring users to work 

on each batch of evidence for several minutes before communicating with their partners.  

Despite its promise, there are several directions for improvement to the method.  First, 

we tested so much that our measurement disrupted users’ work on the task.  Even 

recording belief at the end of each block, which we had thought would be largely part of 

their normal process, was experienced as distracting or annoying, and it was hard to get 

users to comply in a timely way.  Users were working hard, on their own agenda and did 

not want to be interrupted. Second, we did not provide explicit instruction for group work in 

the way the task was presented.  Although we suggested different roles, we did not 

provide any guidance about how these roles might be coordinated.  We did not train users 

on how, specifically, they might use CACHE tools to facilitate the group process.  For 

example, users in a group might search for different types of evidence. Third, although we 

used our and other’s measures of strength of support of the evidence, a more precisely 

calibrated measure could be developed. Fifth, we tried to create time pressure as a 

method of convincing users that it was worth their time collaborating (while still asking 

users to look at each evidence-set on their own).  Some users wanted only to collaborate 

after digesting all the information on their own. Much remains to be explored about how 

timing of individual and collaborative work influences quality of decision. 

A fine-grained assessment method is important because it can tell us which processes 

are most subject to biases in general, how tools might aid debiasing, and how tools might 

best focus a debiasing effect of groups. Further, if materials and procedures can be 

standardized, it would allow comparison of the benefit provided by different combinations 

of group structure and tool support, to the extent that debiasing can be measured as 

change from an initial, common bias. The definition of a reference task for investigating 

collaborative intelligence analysis, as a form of complex decision-making, would facilitate 

CSCW researchers to focus on shared problems, compare results, identify better design 

solutions, and improve the measured quality of earlier solutions (Whittaker et al., 2000). 
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6.3. Summary of Results on CACHE Support 

When supported by CACHE, users in the Heterogeneous Condition preformed similarly 

to those working individually.  Lack of a difference, here, is noteworthy, because of the 

various studies, which have found net harm to performance when people are asked to 

work in groups (e.g., see Steiner, 1972; Kerr and Tindale, 2004).  Because many tasks 

must be done collaboratively due to the sheer size of task, simply equating group with solo 

performance is an important first step.  We believe CACHE reduced the cost of sharing 

information sufficiently to allow benefits of diverse opinions to balance the process costs of 

working in a group. 

Several other findings about the level of performance here are striking.  Users made 

widespread and extensive use of negative evidence.  They were able to incorporate and 

made use of large amounts of information in a short time.  They found the working in 

CACHE and sharing evidence windows generally helpful, easy to learn, and easy to use.  

Their solution strategies drew our attention to many, specific challenges in handling the 

complexity of information needed for this type of task, in a collaborative manner. 

6.4. Ideas for Further Development of CACHE 

For this user-task combination, heterogeneous groups had their greatest benefit in 

debiasing the weight placed on included, positive evidence.   This may be a particularly 

informative point for technology-based support in a collaborative system.  System support 

could focus on comparing weights among group members with differing views, localizing 

evidence with large importance differences, and bring these differences into the group’s 

attention.  System support could also focus on comparing weighted and unweighted 

judgments for each individual user.  In fact, if weighting evidence importance is indeed a 

point very prone to bias, it might be useful to for the system to calculate and display a 

summary judgment based on the unweighed and the weighed sum of  the evidence. 

 Comparing these might help a user identify and compensate for bias. 

In addition to trying to debias judgments given a particular group composition, CACHE-

like tools could also make recommendations about who should be grouped together into a 

collaborative group.  After individuals have worked alone and formed an initial opinion, 

groups could be formed based in part on diversity in initial viewpoint (e.g., see method 

used by Shulz-Hardt et al. (2000) with face-to-face groups). 

Collaboration multiplies the information load placed on users, if they attempt to 

integrate and make use of the information generated by their partners. In the case of 

CACHE, this is apparent in the large number of windows supporting collaboration, in 

particular, partner matrices and the ticker window.  Designing an interface which selects or 

integrates key aspects of the partners’ work may be helpful. A first step in this direction 

would be to allow flexible reorganization of matrices to selectively align information by 
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topic relevance or degree of disagreement.  In addition, the need for optimizing display of 

an individual’s work is amplified when one must use work from any individuals.  Many of 

our users commented on the need for more flexible control of how their own matrix is 

displayed. 

6.5. Conclusion 

There is a great need for coordinating multiple knowledge-workers with each other and 

with large amounts of information.  This coordination must be flexible with respect to the 

dynamics of collaboration, allowing people to work simultaneously on a problem and also 

to work at different times, using updated information from partners as it arrives.  It must 

support not merely accessing the right information, but incorporating this information into 

complex decisions.   

The judgments and decisions should be based on a broad coverage of the evidence 

available and should be influenced by as much relevant information as possible, using as 

normative a means of integration as possible.  Judgments and decisions should not be 

influenced by irrelevant factors, such as presentation order of evidence, anchoring to prior 

beliefs, and confirmation bias. CACHE provides a broader array of tools than exercised in 

the present study. However, even the set in play here show considerable promise for 

supporting individual judgment and allowing diverse groups to benefit from their diversity. 

Having shown that the structured use of CACHE can make group processes and 

outcomes comparable to solo analysis, and having identified additional room for 

improvement to CACHE, the next step is to determine if collaboration can be further 

improved to produce superior information coverage and more accurate judgments than 

solitary analysis. 
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