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ABSTRACT
This paper investigates the problem of designing decentral-
ized representations to support monitoring and inferences
in sensornetworks. State-spacemodels of physical phenom-
ena such as those arising from tracking multiple interacting
targets, while commonly used in signal processingand con-
trol, su�er from the curseof dimensionality as the number of
phenomena of interest increases. Furthermore, mapping an
inference algorithm onto a distributed sensornetwork must
appropriately allocate scarcesensingand communication re-
sources. We address the state-space explosion problem by
developing a distributed state-spacemodel that switchesbe-
tweenfactored and joint state spacesasappropriate. We de-
velop a collaborativ e group abstraction as a mechanism to
e�ectiv ely support the information 
o w within and across
subspacesof the state-spacemodel, which can be e�cien tly
supported in a communication-constrained network. The
approach has beenimplemented and demonstrated in a sim-
ulation of tracking multiple interacting targets.

Categories and Sub ject Descriptors:
G.3 [Probabilit y and statistics].

General Terms: Algorithms.

Keyw ords:
Ad hoc network, Information, Sensornetwork, Target lo-

calization, Multi-target tracking, group collaboration.

1. INTRODUCTION
A signi�can t application area for sensornetworks is to si-

multaneously monitor and track multiple interacting phys-
ical phenomena distributed over a geographical region. To
do this, however, is challenging for two reasons:
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1. Curse of dimensionality : The presenceand interaction
of multiple phenomena cause the dimensions of the
underlying state spaces to increase. Estimating the
phenomenonstates jointly su�ers from the state space
explosion since the amount of data required goes up
exponentially with the dimensions. This is inherent
in any high-dimensional estimation problem, regard-
less of whether the sensing system is centralized or
distributed.

2. Mapping to distributed platforms: On a distributed
platform such as a sensornet, data collection and ag-
gregation are carried out on a set of resource-limited
sensors. To map an estimation algorithm onto a sen-
sor net, the state-spacerepresentation will have to be
decentralized, and the inference on the model must re-
spect the communication constraints. To ensure the
responsivenessof the system, the communication and
computation should also be localized to relevant sen-
sors only.

Our approach to address these challenges rests on two
contributions: (1) A distributed state-space representation
in which a state-centric, multi-mo dal mechanism systemat-
ically decomposes a high-dimensional estimation problem
into more manageable sub-problems. A concrete problem
of tracking multiple targets will be used. The basic idea
is to factor a joint state space of all targets of interest,
whenever possible,into lower-dimensional subspaces,each of
which can be represented and processeddistributedly . E�-
cient approximate algorithms for maintaining consistencies
across the subspaceshave been developed. (2) A collabo-
rative group abstraction in which the state-space model is
mapped onto a sensornetwork via dynamically formed col-
laborativ e groups. Group structures are designed to create
and maintain the necessarystate models in the suitable joint
or factored spacesand the communications among them-
selves. Collaborativ e groups e�ectiv ely localize the compu-
tation and communication to sensorswho must share and
manipulate the common state information.

The paper is organized as follows. Sec.2 intro ducesmulti-
target tracking as a concrete problem for analyzing state-
space models. Sec. 3 describes state-space decomposition,
both in terms of separability of target locations and mix-
ing of target identit y information. Sec.4 developsprinciples
for switching between di�eren t models, as dictated by ap-
plication requirement on target location and identit y esti-
mate and system resourceavailabilit y. Sec.5 intro ducesthe
collaborativ e group abstraction to support computation on



states such as state update for a tracking subproblem. The
purp oseof this section is to illustrate the linkagebetweenthe
state-space model and the collaborativ e processinggroups.
A companion paper [1] details a programming mechanism
for collaborativ e groups which serve as the computational
substrate for implementing the distributed state-spacemod-
els developed in this paper. Sec. 6 illustrates how the dis-
tributed state models and computation can be supported in
a simulator developed for investigating multi-target tracking
problems. We analyze experimental results to understand
how various parameters used in switching state represen-
tations can a�ect performances in estimation qualit y and
communication resource usage. Although the multi-target
tracking problem is used throughout the paper as the ap-
plication scenario to ground the discussions, the principles
developed in this paper are general and applicable to other
sensingproblems.

2. MULTI­TARGET TRACKING AS AN
EXAMPLE

To illustrate the problem of state-spaceexplosion we de-
scribed above, this section will examine multi-target track-
ing, a problem representativ e of many sensingtasks for sen-
sor nets. Multi-target tracking can be formulated as a clas-
sical estimation problem. The state to estimate at time t
is the target positions x ( t ) = f x ( t )

1 ; x ( t )
2 ; � � � ; x ( t )

M g, where M
is the number of targets. Based on sensor data, we would
lik e to obtain estimates close to the true target locations.
We also would lik e to maintain identit y information, namely
which estimate corresponds to which physical target.

Multi-target tracking is known asa di�cult problem. With
multiple targets interact with each other, measurements about
the targets are intermingled, and asa result the target states
need to be estimated jointly . Assume for the i -th target,
its location x ( t )

i 2 X i , then the joint state x ( t ) 2 X =
X1 � X2 � � � � XM . The dimension of the joint space in-
creaseswith M . For example, if the original targets are in
a 2-D �eld, the joint state spacehas a dimension of 2M . To
estimate the underlying state, the amount of data needed
grows exponentially with M , and so doesthe computational
complexity. To battle this, we must reduce the dimension
whenever possible. This can be done by factoring a joint
space into subspaces,and decoupling the dependency be-
tween subspaceswhen appropriate.

In distributed sensornetworks, each target a�ects a local
region of sensorsaround itself and sensing is local. Joint
estimation requires sensors in all target neighborhoods to
report and share data, and henceincurs a high communica-
tion cost. The bottleneck is in sharing the sensordata across
the network. Thus, it is desirable to design a representation
for the state spaceand the associated computation in which
tracking is localized to where the data is. This motiv ates our
approach to decomposing a high-dimensional tracking prob-
lem into simpler subproblems with minimal communications
required between them.

3. DECOMPOSITION OF THE MULTI­
TARGET TRACKING PROBLEM

The key idea behind our approach is as follows: target
states can be decoupled into locations and identities ; this
allows the tracking problem be decoupled into location es-
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Figure 1: Decomp osition of m ulti-target trac king prob-
lem in close range and long range.

timation, which requires frequent local communication, and
identit y management, which requires infrequent, long-range
communication. Tracking updates target location and iden-
tit y using quite di�eren t information 
o w patterns. The
information shared between subproblems can be kept ap-
proximately consistent at a relativ ely low communication
cost. Fig. 1 shows the decomposition.

When two targets are far apart, the tracking problem can
be treated as the tracking of two single targets. This miti-
gates the problem of computational explosion without much
loss of performance.

When the two targets move closer, contin uing to track
them separately will incur increasingly larger error intro-
duced by the inter-target interference. Instead, they must
be estimated jointly . This is similar to a centralized tracking
approach, but at a smaller scale.

After two nearby targets separate,it is expensive to jointly
collect information from distant sensors.At the sametime,
the inter-target interference decreases,hence we scale back
to single target tracking, with two separate tracks initiated
from the intersection. Now, in addition to the problem of
updating track locations, there is a need to sort out am-
biguit y regarding which track corresponds to which of the
original two targets. We refer to this problem as the identity
management problem. Speci�cally , one must keep track of
how the identities mix when targets crosseach other's path,
and clarify identit y confusion when credible target identit y
evidence is collected.

Decomposition of target tracking into relativ ely indepen-
dent estimation of target locations and identities is quite
di�eren t from the existing multi-target tracking techniques
such as multiple hypothesis tracking (MHT) [2] or joint
probabilistic data association (JPD A) [3]. MHT and JPDA
are proposedfor centralized processing. They attribute data
to proper sourceat each time step, hencelocation and iden-
tit y updates are tigh tly interleaved. In our approach, loca-
tion estimation and identit y management are handled sep-
arately. This separation provides an approximate solution,
but greatly reducesthe computational complexity and com-
munication expense. Furthermore, our decomposition is de-
signed to consider on how information should be aggregated
in a distributed sensor network, hence enjoys better scala-
bilit y and 
exibilit y.



In the decomposition above, decentralized single target
tracking and small-scalecentralized joint multi-target track-
ing can be considered as two \symmetric" choices. As we
shall seein the later sections, which representation to use,
and which subproblem to tackle are dictated by the applica-
tion requirements and resourceconstraints. At close range,
joint tracking is feasible and gives consistent results, while
at long range, single target tracking is su�cien tly accurate,
and more e�cien t. This decomposition into subproblems
allow the computation and communication over a large sen-
sor �eld to be decoupled into subsets, each using as little
resourcesas possible. In the following sections, we dissect
these subproblems and show how they can be distributed.

3.1 Tracking target locations
Tracking of a single target is a well-studied problem. Many

approaches have been proposed. Examples include Kalman
�ltering, sequential Bayesian�ltering, information �lters [4],
and Monte-Carlo methods [5]. These algorithms, although
originally designedfor centralized systems,can bedistributed
without much di�cult y. This is becausetargets are essen-
tially point phenomena with limited regions of in
uence.
Distant sensorsdo not provide good information due to their
poor signal-to-noise ratio (SNR). The local nature of sensing
allows us to limit communication to local regions.

For distributed single target tracking, we extend our work
in [6]. Basically, at time instant t , we are interested in es-
timating the target location x ( t ) based on the sensor mea-
surement history up to the current time, denoted as z( t ) =
f z(0) ; z(1) ; � � � ; z( t ) g. We use a sequential Bayesian �ltering
approach which keepstrack of the posterior lik elihood be-
lief p(x ( t ) jz( t ) ). The approach is recursive: the track starts
with a belief p(x ( t � 1) jz( t � 1) ) obtained from time t � 1, and
updates the belief using the new measurements z( t ) as:

p(x ( t ) jz( t ) ) / p(z( t ) jx ( t ) )�
�

p(x ( t ) jx ( t � 1) )�p(x ( t � 1) jz( t � 1) ) dx ( t � 1) :

(1)

The posterior belief p(x ( t ) jz( t ) ) is a representation of the
target state. It encapsulatesall the information z( t ) conveys
about the target location x ( t ) . Only the posterior belief
needs to be carried around to the next time step. In this
sense,it is a \su�cien t statistics" of z( t ) .

To distribute the tracking, the requirements are quite
clear: one must be able to identify the local region of af-
fected sensors,collect sensormeasurements, update the be-
lief p(x ( t ) jz( t ) ), and carry it through the network, following
the moving targets.

When targets come close to each other, they need to
be tracked jointly to accommodate inter-target interference.
Sequential Bayesian �ltering (1) still applies, with the dif-
ference that the posterior belief p(x ( t ) jz( t ) ) has a higher di-
mension. When targets are close to each other, tracking
jointly is still a local problem. A�ected sensorsare adja-
cent to each other, hence it is contained in a local region of
sensors,similar to the single target tracking case.

3.2 Maintaining target identity
When target tracks crosseach other, it is di�cult to main-

tain information about target identit y, unless the targets
have distinctiv e features such as unique sound signatures.
In this paper, we adopt the identit y management method
proposedby Shin et al [7]. The basic idea is to maintain an

approximation of identit y ambiguit y at a low cost, and post-
pone the identit y clari�cation until classi�cation evidenceis
collected. This method maintains of an M � M identit y
belief matrix B , whose elements are de�ned as

B i;j = Pr ob(estimate x i comesfrom target j ); (2)

for all i; j = 1; � � � ; M . In this representation, each col-
umn represents the possibleidentit y of a track. This matrix
summarizes the identit y information up to the current time
and keepsevolving as targets mix and separate. The mix-
ing of identit y is modeled as a mass 
o w: when two targets
cross, mass will be redistributed evenly between the two
tracks, causing the e�ect of \smearing" track identit y. On
the other hand, when targets split apart and classi�cation
evidence is collected, mass is forced to 
o w back. During
mass re-distribution, B needs to maintain its structure, so
that its rows and columns all sum up to 1. This is also anal-
ogous to mass 
o w: the total mass can neither appear nor
disappear, becausetargets do not disappear.

When more than two targets are mixed, identit y mass
o w
is an approximation. The reason is that maintaining the
structure of B is necessarybut not su�cien t to describe the
true identit y mixing and separation. However, the approx-
imation works well in practice, reducing the computational
complexity to O(M 2) (prop ortional to the degreesof free-
dom of the B matrix). For comparison, an exact Bayesian
inference method needsto keeptrack of all possible identit y
assignments, and the worst casecomplexity is O(M !). The
savings are signi�can t.

To implement the identit y management in distributed sen-
sor networks, we needto distribute the identit y information.
The identit y belief matrix B is a concisesummary form (al-
though with someloss for more than two targets). Each col-
umn encapsulatesthe identit y of a track, and can be stored
in a single node along that track, which we call the track
leader. One must maintain consistency only between these
leaders, rather than among all sensorsa�ected. This greatly
reduce the communication need. When one leader collects
identit y evidence, it can notify the other leaders; they can
adjust their identities accordingly, without requiring broad-
cast of the evidence to irrelevant nodes.

4. TARGET STATE REPRESENTATION
Given the problem decomposition just described, this sec-

tion addressthe following issues:

� How to represent a belief p(x ( t ) jz( t ) ) in a single target
marginal spaceor multi-target joint space?

� how to switch between the two representations, in or-
der to properly preserve information in target locations
and identities?

� when should the switch happen?

4.1 Belief representation in the marginal or
joint spaces

To represent the posterior belief p(x ( t ) jz( t ) ), we usea par-
ticle �lter, which is a non-parametric Monte Carlo method
[5]. It represents a contin uous probabilit y density function
through randomly placed samples. The particle �lter is

exible enough to accommodate non-Gaussianor non-linear
models, and particularly advantageousin simulating compli-
cated dynamics models. In the particle representation, the



number of particles presents a tradeo�. With more parti-
cles, the representation of the underlying probabilit y is more
accurate, but the computational complexity increases. For
example, in sequential Bayesian �ltering, the computational
complexity goes up linearly with the number of particles.

The representation of belief for single target tracking is
straightforw ard. In joint target tracking, the state liv es in a
high dimensional joint space �

D M , where D is the dimen-
sionality of the target location domain. Particle representa-
tion in this spaceseemsa formidable task, but two factors
make sampling easier.

First, particles do not have to �ll in the whole space. Only
the volume with non-negligible probabilit y need to be sam-
pled densely. In tracking, the high probabilit y region is the
region around target locations. So instead of sampling the
space �

D M in theory, e�ectiv ely we only need to sample
a D M -dimensional subregion. The width or length of the
subregion is proportional to the inter-target distance. When
that distance is small, the particle �lter can represent the
posterior density accurately with only a moderate amount
of particles.

Secondly, even within the subregion of high probabilit y,
the particles are not uniformly dense. For example, consider
the casewith two targets and an acoustic energysensor. The
sensormeasurement is the sum of the contribution from both
targets contaminated with noise, i.e.,

z =
C1

jj x1 � lsensor jj 2
+

C2

jj x2 � lsensor jj 2
+ n; (3)

where lsensor is the sensorlocation, C1 and C2 are constants1

related to the source energy of the two targets, and n is
background noise. Note that x1 and x2 are tied together in
(3). In fact, with a good SNR, x1 is almost a deterministic
function of x2 , with only minor perturbation due to the noise
n. The relation between x1 and x2 provides a constraint
that reduces the amount of uncertainties that need to be
represented by the particles. Only the perturbation part
should be represented. For visualization, we use tracking of
two targets on a 1-D line as an example. Fig. 2 visualizes
the observation model as a greyscale image of x1 and x2 .
In a sense,the observation \carv es" a thin slice out of the
D M -dimensional subregion.

Figure 2: Observ ation mo del for t wo targets.

1 In caseswhen exact valuesof C1 and C2 are unknown, but
their prior distributions are available, one may averagewith
respect to the priors to factor out C1 and C2 .

4.2 Switching betweenmarginal and joint
target representations

Now with two tracking modes, we need to decide how to
switch between the marginal and the joint representations.
Overall, we need to maintain good localization accuracy as
well as target identit y. Hence in switching, we need to pre-
serve location and identit y information.

Switching from marginal to joint representation is straight-
forward. Given two marginal beliefs p(x1) and p(x2), the
joint belief can be assignedas

p(x1; x2) = p(x1)p(x2): (4)

It is certainly not the only choice; there is a set of joint beliefs
factorizing to p(x1) and p(x2), but the product form (4) is
the maximum entropy choice among the set. In a sense,
it is the most conservativ e choice with the least amount of
information assumed.

When two targets move away from each other, the tar-
get representation switches from the joint spaceback to the
marginal space. This switch is tric kier. Again, for visual-
ization, we use tracking of two targets on a 1-D line as an
example. Assume that there is an acoustic energy sensor
(as in (3)) located at lsensor = 0. Based on the measure-
ment and a priori knowledge, it knows that the two targets
are roughly at positions a and b (assumea < b). Since the
two targets are interchangeable in their e�ects on the sen-
sor measurement, the sensorcannot distinguish x1 from x2 .
In the extreme case, the joint belief p(x1 ; x2) may be sym-
metric in x1 and x2 . Fig. 3a shows an example of the joint
belief. It contains two blobs around (a; b) or (b;a) in the 2-D
(x1 ; x2) joint state space. To switch to the marginal space,
a straightforw ard approach is to marginalize:

p(x i ) =
�

p(x i ; x j )dx j : (5)

This marginalization will give marginal densities plotted on
the dotted curves along the axes of Fig. 3. They are not
compact: target x1 has equal probabilit y of being at a and
at b; same with target x2 . Apparently , this marginaliza-
tion losesinformation. From the new marginal beliefs p(x1)
and p(x2), one cannot reconstruct the original joint density
p(x1 ; x2). Reconstructing asthe product p(x1)p(x2) will give
two phantom blobs, as shown in dotted circles in Fig. 3b.
These two blobs are not supported by sensordata. The two
targets can not both be at a, becauseif that were the case,
the measurement would havebeenmuch larger. By the same
argument, they cannot be both at b. However, by marginal-
izing into the spacex1 and x2 , the discrimination between
the real blobs and the phantom ones is lost for good.

An alternativ e way is to marginalize, not in the state space
of the physical targets x1 and x2 , but in the state spaceof
logical targets, for example, left and right targets. In the
example described above, knowing the targets are roughly
a and b, it is natural to switch to the representation that a
left target xL is around a and a right target xR is around b.
Hence the marginalization can be expressedas

p(xL ) =
�

x 1 � x L

p(x1 ; xL )dx1 +
�

x 2 � x L

p(xL ; x2)dx2 ;(6)

p(xR ) =
�

x 1 <x R

p(x1 ; xR )dx1 +
�

x 2 <x R

p(xR ; x2)dx2 :(7)

Fig. 4a demonstrates the marginalization with respect to
xL . It is an integral over an L-shaped line: by de�nition,



1x

2x

1x

2x

(b)

(a)

a b

a

b

Figure 3: Switc hing b et ween join t densit y p(x1 ; x2 ) and
marginal densities p(x1) and p(x2).

xL = min( x1 ; x2), hence the integral is over a vertical line
x1 when x1 � x2 , and over horizontal line x2 when x2 �
x1 . Similarly Fig. 4b plots the marginalization for the right
target xR = max(x1 ; x2). The marginal beliefs about xL

and xR are compact, around a and b respectively. From the
marginalized beliefs p(xL ) and p(xR ), one can reconstruct
the original joint belief exactly.

The marginalization into logical targets is suitable for pre-
serving location information. But the representation con-
cerns only the logical targets (left and right). Their phys-
ical identit y is lost. We no longer know which target is
originally x1 (or x2). Therefore, by this marginalization, we
trade identit y coherencefor better spatial coherence. The
identit y mixing is determined by the probabilit y that x1 (or
x2) happens to be the smaller of the two. The coherence
among identities is maintained by the identit y management
scheme presented in Sec.3.2.

In tracking of two targets in a 2-D �eld, the logical targets
can no longer be classi�ed as left or right, since there is no
full ordering of �

2 , Instead one can use a cutting plane to
separate the two targets on its two sides.
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Figure 4: Marginalize in to logical targets xL and xR .

4.3 When to switch representation
To decide when we should switch between single target

tracking and multi-target joint tracking, we needto consider
several competing factors:

� Model accuracy. If there are no limitations on compu-
tation and communication, tracking in the joint space
is always better, becausethe high dimensional joint
model is more descriptive. Projecting it to a lower di-
mensional marginal model loses information. In par-
ticular, the joint model takesinto account inter-target
interferenceexplicitly . In contrast, the marginal model
treats interference as independent noise, and this as-
sumption breaks down when the interfering target is
nearby.

� Representation error. In practice, non-parametric prob-
abilistic modelscannot berepresented perfectly. Finite
representations such as particle �lters are approxima-
tions. As we have analyzed in Sec. 4.1, when targets
are far apart, the particles are too sparse to �ll the
joint space. Large approximation error will occur. Ba-
sically, the particle representation no longer re
ects
the true target states.



� Resource cost. Single target tracking is preferable in
terms of communication cost and time delay constraints.

The preciseanalysis of the tradeo� betweenthe three fac-
tors above is di�cult. In our tracking system, we useheuris-
tics to decide the switching point. We de�ne a sensingrange
Rsense as the furthest range at which the perceived target
contribution is three times the strength of background noise.
When two targets come near each other, if there is a sensor
within the sensingrange of both targets, that indicates that
the two targets start to interfere with each other, and the
tracking mode switches from single target tracking to joint
tracking. In practice, the exact target locations are of course
unknown, and the switching point is determined based on
the estimated target locations instead.

When two targets separate, if the distance between the
two estimates are larger than a �xed distance Rsepar ate , the
tracking mode switchesfrom joint tracking to separatetrack-
ing. Rsepar ate is a design parameter. In our simulations, we
�nd that Rsepar ate which is 10% - 40% larger than Rsense

works well.

5. COLLABORA TION GROUPSFOR
DISTRIB UTED STATE UPDATE

As discussedin the earlier sections, we have formulated
the tracking problem as the representation and update of
phenomenon states. In particular, the target states are de-
composed into location and identit y. Location estimation
involves local sensor readings and short range communi-
cation, and identit y management involves occasional long
range communication between a few track leaders. To en-
able this state-centric tracking approach, we use the no-
tion of collaboration groups [1]. Collaboration groups are
dynamically-selected groups of communicating sensornodes
which acts as substrates for state update. They provide ab-
stractions of sensororganization which hide network topolo-
giesand communication proto cols from application-lev el com-
putation.

In view of the di�eren t characteristics of location estima-
tion and identit y management, we design the following two
typesof collaboration group:

� Geographically constrained group (GCG). A GCG groups
all sensor nodes within a dynamically-sp eci�ed geo-
metric extent. This is a natural choice for target loca-
tion update, and may also be useful for sensingother
phenomenawhich are local in nature. The geographic
shape of the GCG can be speci�ed in many ways, such
ascircles, polygons, and their unions and intersections.
A GCG can be easily established by geographically
constrained 
o oding. Proto cols such as Geocasting [8]
and GEAR [9] may be used to support the communi-
cation among members.

� Acquaintance group (A G). An AG is a dynamic group
whose members (usually called agents) may be mo-
bile. A node belongsto a AG becauseit was \related"
to one or more other members in the group. The re-
lationships among the members may not depend on
any physical properties at the current time but may
be purely logical and historical. For example, in the
tracking problem, identit y management involves a set
of tracker leaders scattered and moving in the sensor

target A target B

target C
target D

target E

group 1

group 2 

Figure 5: An example of collab oration groups: acquain-
tance groups for iden tit y managemen t.

�eld. These tracker leadersare related becausehistor-
ically their tracks have been mixed and hence there
is need to maintain identit y consistency among them.
The AG structure groups the tracker leaders and al-
lows them to communicate.

Depending on the mobilit y of the agents and the 
o w
of data, di�eren t proto cols may be used to maintain
the connectivit y among the members. If an AG has
a data consumer that is �xed on a particular sensor
node or region, serving as a rendezvous point, then
GPSR [10], ad hoc routing trees, or directed di�usion
types of proto cols may facilitate the communication
from the leader and the other members. When all
members in the group are mobile and there is no cen-
tral leader, an overlay network (i.e. a subnet de�ned
over the network), such as an roaming hub [11], can
be used to maintain their connectivit y.

Groups can be created, migrated, and terminated dynam-
ically according to application needs. For example, when a
target is detected in the sensor�eld, a GCG can be created
around the physical stimulus using a leader election proce-
dure [12]. When the target moves, the group can migrate
with the target sothat the most informativ e sensornodesare
always in the group. When the merging and splitting of mul-
tiple targets causesidentit y mixing, an AG can be created
on demand to maintain connectivities among track leaders.
The membership moves from one node to another as the
targets move, but the links between the members are main-
tained dynamically at all times, asshown in Fig. 5. More de-
tails on the group structures can be found in [1]. In essence,
the group structures provide a platform enabling application
developers to work on application semantics without worry-
ing about network details such asmessagepassingand event
handling. These groups can be composedto serve as build-
ing blocks for large scalesensornetwork applications.

6. EXPERIMENT AL RESULTS
The distributed state space representation and collabo-

ration groups have been implemented. In this section, we
demonstrate the approach on tracking of multiple targets.
As we mentioned earlier, we use multi-target tracking as a
benchmark for validating our approach. Our simulator uses
Java to simulate a distributed sensornetwork and collabo-
ration among sensors,and usesMatlab for data processing
and state estimation.

Fig. 6 simulates tracking of two targets crossing in a rect-
angular sensor �eld. The targets start at the top-left and
top-righ t corners and move down along the diagonals. The
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Figure 6: T rac king t wo crossing targets.

tra jectories are shown in grey lines. The �eld is covered by
acoustic energy sensors(marked with little squares in the
�gures). The sensingmodels are as in (3): each sensorpicks
up energy from the two targets together with some ran-
dom background noise, simulated as white Gaussian noise
N (0; � 2). Sensorsare positioned on a Gaussian-perturb ed
rectangular grid.

Tracking is updated over discrete time. In our particle �l-
ter implementation, each marginal belief is represented using
100 particle samples. Each joint belief is represented using
200 particles. This is of course far from the exponential
amount needed in theory, but is more realistic. To achieve
robustness in tracking, the tracker uses fairly conservativ e
parameters. For example, the tracker assumesthat the tar-
gets can move at a maximum speedof up to three times the
actual simulated speed. The background noise is assumed
to have standard deviation 2� . By being conservativ e in
tracking parameters, the tracker presents some
exibilit y to
accommodate inter-target interference.

Initially , the targets are well separated at the two corners
of the sensor �eld. Fig. 6a shows a snapshot. The targets
are tracked individually . The scattered particles show the
tracking uncertainty. Sensorswithin a sensingrange Rsense ,
shown as shaded disks centered at the estimated target lo-
cations, are organized into tracker groups implemented as
GCGs. Each tracker group elects a node close to its center
as its tracker leader. The leader is responsible for collect-
ing measurements from the group members, updating track,
and maintaining group structure.

When two targets move closer, the tracker groups collide.
Collision is claimed when a sensorfalls into the sensingrange
of both targets. At this time, the two groups mergeinto one.
A node closest to the centroid of the original two groups is
elected as the new leader. Tracking switches to joint mode.

Fig. 6b shows the snapshot when the two targets are exactly
at the same location. Target positions are tracked fairly
accurately, but target identities are evenly mixed. At this
point, it is impossible to distinguish one from the other.

After the two targets cross over, the estimated locations
start to diverge. We set Rsepar ate = 140 as the switching
point to go back to single target tracking mode, slightly
larger than the sensing range Rsense = 120. The represen-
tation is switched back to marginal as described in Sec.4.2.
Two separate tracker GCGs are formed. Their leaders form
an identit y group, implemented as an AG, ready to commu-
nicate their identit y belief information when it is necessary.

For target classi�cation, we have implemented a simple
principal component analysis (PCA)-based method as in
[13]. It analyzes sound signatures of di�eren t typesof vehi-
cles (cars, trucks, tanks, etc) basedon their frequency com-
ponents. Assume the two targets are of di�eren t types, the
classi�cation algorithm can distinguish them with variable
con�dence. If the con�dence is strong enoughcompared to a
pre-speci�ed threshold (e.g., con�dence > 80%), the leader
sendsa request to clarify identit y. This is shown in Fig. 6c.
The right track has observed classi�cation evidencethat the
track corresponds to the original top-left target with con-
�dence 0.94, hence it communicates with the other leader.
The exchange of identit y is visualized as the blue link in
the �gure. The leader receiving the request updates track
identit y accordingly. Hence in the end, the identit y of the
tracks are (0.94, 0.06) and (0.06, 0.94), respectively.

Fig. 7 shows a snapshot of a more complicated multi-
target crossover scenario. The left panel shows tracking
results. Three tracks (red starting at the top-left corner,
greenstarting at the top-righ t corner, and yellow starting at
(0; 0:7Ymax )) have crossedeach other in the past, hencethe
identities of thesetracks are mixed. The corresponding lead-



Figure 7: T rac king m ultiple crossing targets.

ers form an identit y group. At the time of this snapshot, one
leader (the one on the bottom-righ t corner) collects classi�-
cation information and identi�es the track as the red target.
Hence, it communicates with its peersin the identit y group
(top-righ t and bottom-middle leaders) to update the iden-
tit y of their respective targets as well. The updated target
identities are visualized in the right panel as bar charts.

To investigate the e�ect of switches of representation, we
use the same two-target crossing setting as in Fig. 6, but
with Rsepar ate varying from 60 to 180. As we discussedin
Sec.4.2, using big Rsepar ate is similar to a centralized track-
ing system, while small Rsepar ate does single target track-
ing most of the time. The e�ect is shown in Fig. 8. The
estimation error is measured as the Euclidean distance be-
tweenthe target estimates and their true locations, averaged
over all targets, all time steps, and 100 independent runs.
Since the data points are fairly noisy, we show the spline �t.
The estimation error in Fig. 8a �rst declines quickly when
Rsepar ate is small. This is becausewhen targets are close,
the inter-target interference driv es away estimates. But in
the range Rsepar ate 2 [120; 140], the estimation error sta-
bilizes. In the end the estimation error increasesagain, as
further increasing Rsepar ate gives worse estimation. This
is becauseof model approximation error. The joint belief
is represented using �nite amount of particles (200 in this
case), which will have increasingly large approximation er-
rors when targets are further apart. This plot indicates that
to optimize tracking performance, multi-target joint track-
ing is not always advisable. One need to make the switch at
an appropriate point even in centralized systems.

As for the other part of the e�ect, Fig. 8b plots the com-
munication cost, measured as the average communication
distance (in Euclidean space) from the tracker group mem-
bersto their leaders. It increasesmonotonically with Rsepar ate .
So in distributed system, sticking to multi-target joint track-
ing when targets are far apart is not wise: we pay increas-
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Figure 8: The e�ect of switc h of represen tation: (a)
estimation error and (b) comm unication cost as functions
of Rsepar ate .

ingly heavy communication costswithout gaining estimation
performance. Also, with many targets in a large network,
joint tracking getsexponentially worsecomputationally with
the total number of targets. This further discouragesits use
in very large sensornetworks.

7. CONCLUSION
In this paper, we developed a novel representation and de-

composition method for simultaneously monitor and track
multiple interacting physical phenomena. In the example of
multi-target tracking, we decouple the target states into lo-
cations and identities, and break down the original complex
tracking problem into manageablesubproblems. The state-
spacerepresentation model can be easily mapped to sensor
collaboration groups and is resource-e�cien t. The switch
of representation is guided by the application requirements,
balancing factors such as ambiguities, and communication
and computation costs. The state-centric models are fur-
ther supported by collaboration groups. Group structures,
such as GCGs and AGs, capture the common patterns in
sensornetwork collaboration, while abstract away the sensor
network details. These abstractions allow application pro-
tot yping be separated into estimation and communication
tasks, each of which can be tackled by the domain experts.



Although we have used multi-target tracking as an exam-
ple to carry out the discussions,the methodology of decom-
posing a high-dimensional state-spaceinto simpler represen-
tations, and letting the application requirements make the
choice, is quite general.
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